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Abstract the ordering and adjacency of facts and are derived
Ordering information is a critical task for from a corpus of naturally occurring texts. A con-
natural language generation applications.  straint satisfaction algorithm is used to find the tree
In this paper we propose an approach to  with maximal weights from the space of all possi-
information ordering that is particularly ble trees. Mellish et al. (1998) advocate stochastic
suited for text-to-text generation. We de-  search as an alternative to exhaustively examining
scribe a model that learns constraints on  the search space. Rather than requiring a global op-
sentence order from a corpus of domain-  timum to be found, they use a genetic algorithm to
specific texts and an algorithm that yields  select a tree that is coherent enough for people to
the most likely order among several al- understand (local optimum).
ternatives. We evaluate the automatically The problem of finding an acceptable order-
generated orderings against authored texts ing does not arise solely in concept-to-text gener-
from our corpus and against human sub-  ation but also in the emerging field of text-to-text
jects that are asked to mimic the model's  generation (Barzilay, 2003). Examples of applica-
task. We also assess the appropriateness of tions that require some form of text structuring, are
such a model for multidocument summa-  single- and multidocument summarization as well as

rization. guestion answering. Note that these applications do
not typically assume rich semantic knowledge orga-
1 Introduction nized in tree-like structures or communicative goals

as is often the case in concept-to-text generation. Al-
Structuring a set of facts into a coherent text is though in single document summarization the posi-
non-trivial task which has received much attentiotion of a sentence in a document can provide cues
in the area of concept-to-text generation (see Reitefith respect to its ordering in the summary, this is
and Dale 2000 for an overview). The structured textot the case in multidocument summarization where
is typically assumed to be a tree (i.e., to have a hiesentences are selected from different documents and
archical structure) whose leaves express the contentist be somehow ordered so as to produce a coher-
being communicated and whose nodes specify hamt summary (Barzilay et al., 2002). Answering a
this content is grouped via rhetorical or discourse reuestion may also involve the extraction, potentially
lations (e.g., contrast, sequence, elaboration). summarization, and ordering of information across

For domains with large numbers of facts andnultiple information sources.

rhetorical relations, there can be more than one pos- Barzilay et al. (2002) address the problem of
sible tree representing the intended content. Thesgormation ordering in multidocument summariza-
different trees will be realized as texts with differention and show that naive ordering algorithms such
sentence orders or even paragraph orders and diffas majority ordering (selects most frequent orders
ent levels of coherence. Finding the tree that yieldscross input documents) and chronological ordering
the best possible text is effectively a search prolferders facts according to publication date) do not
lem. One way to address it is by narrowing dowrmlways yield coherent summaries although the latter
the search space either exhaustively or heuristicallgroduces good results when the information is event-
Marcu (1997) argues thalobal coherence can be based. Barzilay et al. further conduct a study where
achieved if constraints otocal coherence are sat-subjects are asked to produce a coherent text from
isfied. The latter are operationalized as weights ahe output of a multidocument summarizer. Their re-



sults reveal that although the generated orders diffexrsk of predicting the next sentence is dependent on
from subject to subject, topically related sentencets n—i previous sentences.

always appear together. Based on the human stud

they propose an algorithm that first identifies top(l)s P(T)

=P(S...S)
ically related groups of sentences and then orders :a(sl)P(SﬂSl)P(%‘Sl’SZ)“‘P(S“‘Sl <)
them according to chronological information. = NP&IS.-S-)

In this paper we introduce an unsupervised
probabilistic model for text structuring that learns  We will simplify (1) by assuming that the prob-
ordering constraints from a large corpus. The mod@bility of any given sentence is determined only by
operates on sentences rather than facts in a knoWs pPrevious sentence:
edge base and is potentially useful for text-to-te
generation applications. For example, it can be uszté) PM) = %Sl)P(SﬂSl)P(%'SZ)'"P(S”S'H)
to order the sentences obtained from a multidocu- = NPESIS-)
ment summarizer or a question answering system.

Sentences are represented by a set of informative This is a somewhat simplistic attempt at cap-
features (e.g., a verb and its subject, a noun and #ging Marcu’s (1997) local coherence constraints as
modifier) that can be automatically extracted fronwell as Barzilay et al.’s (2002) observations about
the corpus without recourse to manual annotation. topical relatedness. While this is clearly a naive view

The model learns which sequences of featur&d text coherence, our model has some notion of the
are likely to co-occur and makes predictions corfypes of sentences that typically go together, even
cerning preferred orderings. Local coherence is thiigough it is agnostic about the specific rhetorical re-
operationalized by sentence proximity in the trainlations that glue sentences into a coherent text. Also
ing corpus. Global coherence is obtained by greediljote that the simplification in (2) will make the es-
searching through the space of possible orders. Astimation of the probabilitiesP(§|S_1) more reli-
the case of Mellish et al. (1998) we construct an a@ble in the face of sparse data. Of course estimat-
ceptable ordering rather than the best possible oriég P(S|S-1) would be impossible if§ and §_1
We propose an automatic method of evaluating thwere actual sentences. It is unlikely to find the ex-
orders generated by our model by measuring clos@ct same sentence repeated several times in a corpus.
ness or distance from the gold standard, a collectidffhat we can find and count is the number of times
of orders produced by humans. a given structure or word appears in the corpus. We

The remainder of this paper is organized as foWill therefore estimatd>(S|S-1) from features that
lows. Section 2 introduces our model and an alg@xpress its structure and content (these features are
rithm for producing a possible order. Section 3 dedescribed in detail in Section 3):
scribes our corpus and the estimation of the mod
parameters. Our experiments are detailed in Se ) ﬁg?ﬁ—l)_: _

X . . > = . (1,2 &6.2) - i)
tion 4. We conclude with a discussion in Section 5.

_ where (a; 1), &2 - .- ;i) are features relevant for
2 Learning to Order sentence§ and(a;j_11), 12 - .- &ji_1,m) for sen-
. . . . tenceS_;. We will assume that these features are
Given a collection of texts from a particular doma'nindependent and tha®(S|S_1) can be estimated

our task is to learn constraints on the ordering gf, " the pairs in the Cartesian product defined
their sentences. In the training phase our model Will .« the features expressing senten§eand §_1:
learn these constraints from adjacent sentences rep- |8 1)) €S x §_1. Under these assumptions

resented by a set of informative features. In the te BM
. ye : ’(S|S-1) can be written as follows:
ing phase, given a set of unseen sentences, we wi

(Qi—11),A1-12) - &i—1m)))

rely on our prior experience of how sentences af@) pP(S|S_1) = P(agylag 11)---P@jnlai 1m)
usually ordered for choosing the most likely order- = M Plagjylai—1x)
ing. (&, j),&i—1k ) €S XS -1

Assuming that the features are independent
2.1 The Model again makes parameter estimation easier. The Carte-
We express the probability of a text made up of sersian product over the features$handS_; is an at-
tencesS; ... S, as shown in (1). According to (1), thetempt to capture inter-sentential dependencies. Since
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Figure 1: Example of probability estimation

we don’t know a priori what the important feature o
combinations are, we are considering all possibl&igure 2: Finding an order for a three sentence text
combinations over two sentences. This will admit-

tedly introduce some noise, given that some depen- o ) )
dencies will be spurious, but the model can be easifioW that the problem of finding an optimal ordering

retrained for different domains for which differenttNnrough a directed weighted graph is NP-complete.
feature combinations will be important. The probaFortunately, they propose a simple greedy algorithm

bility P(ay; j|a;-1x) is estimated as: that_ providgz_s an approximate solution Whi(_:h can be
’ ’ easily modified for our task (see also Barzilay et al.

5 Pla; - las __fEapaiak) 2002). . o

) Plawia-1i) a<§i>f(a<‘-i>""’“i*1-k>> The algorithm starts by assigning each vertex

v € V a probability. Recall that in our case vertices
where f(a; j,ai-14) is the number of times fea- are sentences and their probabilities can be calcu-
ture a; jy is preceded by featur@y_iy in the lated by taking the product of the probabilities of
corpus. The denominator expresses the number their features. The greedy algorithm then picks the
times a;_1x Is attested in the corpus (precededhode with the highest probability and orders it ahead
by any feature). The probabilitieB(a; jy|a;-_1k) of the other nodes. The selected node and its incident
will be unreliable when the frequency estimates foedges are deleted from the graph. Each remaining
f(a,j),ai—1k) are small, and undefined in casesode is now assigned the conditional probability of
where the feature combinations are unattested in theeing this node given the previously selected node
corpus. We therefore smooth the observed frequefsee (4)). The node which yields the highest condi-

cies using back-off smoothing (Katz, 1987). tional probability is selected and ordered ahead. The
To illustrate with an example consider the texprocess is repeated until the graph is empty.
in Figure 1 which has three sentencgs S, Ss, As an example consider again a three sentence

each represented by their respective features denotegt. We illustrate the search for a path through the
by letters. The probability?(S;|S) will be calcu- graph in Figure 2. First we calculate which of the
lated by taking the product &f(h|e), P(h|f), P(h|g), three sentenceS;, $, andS; is most likely to start
P(ile), P(i|f), andP(i|g). To obtainP(h|e), we need the text (during training we record which sentences
f(h,e) and f (e) which can be estimated in Figure lappear in the beginning of each text). Assuming that
by counting the number of edges connectengnd P(S|START) is the highest, we will orde; first,

h and the number of edges starting fr@nrespec- and ignore the nodes headed $iyand S;. We next
tively. So,P(h|e) will be 0.16 given thatf (h,e) is compare the probabilitie®(S;|S;) and P(S3|S).

one andf (e) is six (see the normalization in (5)). SinceP(S3|S;) is more likely thanP(S|S;), we or-
der S after S, and stop, returning the ord&, Ss,
andS;. As can be seen in Figure 2 for each vertex
Once we have collected the counts for our featurege keep track of the most probable edge that ends in
we can determine the order for a new text thahat vertex, thus setting th beam search width to one.
we haven't encountered before, since some of the Note, that equation (4) would assign lower and
features representing its sentences will be familidiower probabilities to sentences with large numbers
Given a text withN sentences there aid! possi- of features. Since we need to compare sentence pairs
ble orders. The set of orders can be represented awith varied numbers of features, we will normalize
complete graph, where the set of vertidéss equal the conditional probabilitie®(S|S_1) by the num-

to the set of sentencesand each edga — v has ber feature of pairs that form the Cartesian product
a weight, the probability?(u|v). Cohen et al. (1999) overS andS_;.

2.2 Determining an Order



1. Laidlaw Transportation Ltd. said shareholders will be asked at its Dec. 7 annual meeting to approve a change of name to
Laidlaw Inc.

2. The company said its existing name hasn't represented its businesses since the 1984 sale of its trucking operations.
3. Laidlaw is a waste management and school-bus operator, in which Canadian Pacific Ltd. has a 47% voting interest.

Figure 3: A text from the BLIP corpus

3 Parameter Estimation tences by focusing on verbs and their precedence re-

. . : lationships in the corpus.
The model in Section 2.1 was trained on theLB® From the Treebank parses we extracted the

corpus (30 M words), a collection of texts from the{/erbs contained in each sentence. We obtained
W_all StreetJourn_aI (vears 1987-89). The COrPUS CORy 5 versions of this feature: (a) a lemmatized ver-
tains 98,732 stories. The average story length is 19S n where verbs were reduced to their base forms

sentences. 71.30% of the texts in the corpus are Iea%?d (b) a non-lemmatized version which preserved
than 50 sentences '°T‘9- An ex_ample Of the texts e related information; more specifically, verbal
this newswire corpus |s_shgwn in F_|gure 3. complexes (e.gJ, will have been goinywere iden-
The corpus is distributed in a Treebankyiseqy from the parse trees heuristically by devis-
st_yle machl_ne-,parsed version which was prod_ucq g a set of 30 patterns that search for sequences
with 'Charnlaks (20.00) _parser. The_ Parser IS Z¢ modals, auxiliaries and verbs. This is an attempt
“maximum-entropy inspired” probabilistic gener-, capturing temporal coherence by encoding se-

' ' 9 . . 9
ajuve; moltlj(?I. It a;chleves .?r?'l/" .averalge ﬁ:e: uences of events and their morphology which in-
sion/recall for sentences with maximum leng irectly indicates their tense.

and 89.5% for sentences with maximum length 100"~ give an example consider the text in Fig-

when trained and tested on the standard SeCtiOU?e 3. For the lemmatized version, sentence (1) will
of the Wall Street Journal Treebank (Marcus et albe represented ksay will, be ask andapprove for

1993). . . the tensed version, the relevant features wilkbél
We also obtained a dependency-style versiop,

of the corpus usinguINIPAR (Lin, 1998) a broad i be askedandto approve
coverage parser for English which employs a man
ally constructed grammar and a lexicon derived fro
WordNet with an additional dictionary of proper
names (130,000 entries in total). The grammar
represented as a network of 35 nodes (i.e., gramm
ical categories) and 59 edges (i.e., types of syntac
(dependency) relations). The outputaNIPAR is a

r%louns. Centering Theory (CT, Grosz et al. 1995)

IS an entity-based theory of local coherence, which
gaims that certain entities mentioned in an utterance
afe more central than others and that this property
gonstrains a speaker's use of certain referring ex-
pressions. The principles underlying CT (e.g., conti-

dependency graph which represents the dependefityfty: Salience) are of interest to concept-to-text gen-
P y 9rép P P tion as they offer an entity-based model of text

relations between words in a sentence (see Tabl€ . . . .
d sentence planning which is particularly suited

for an example). Lin (1998) evaluated the parser . .
the SUSANNEcorpus (Sampson, 1996), a domain in'o" descrlptlona_l genres (K'bble and Power, 2000).
’ ’ We operationalize entity-based coherence for

dependent corpus of British English, and achieved a X X :
recall of 79% and precision of 89% on the deperfcXtt0-t€xt generation by simply keeping track of
dency relations. the nouns attested in a sentence without however

From the two different parsed versions of th ?‘k‘f?g p_ersonal pronouns into account. This simpli-

BLLIP corpus the following features were extracted!Cation is reasonable if one has text-to-text genera-
tion mind. In multidocument summarization for ex-

Verbs. Investigations into the interpretation of nar-ample, sentences are extracted from different docu-
rative discourse (Asher and Lascarides, 2003) haweents; the referents of the pronouns attested in these
shown that specific lexical information (e.g., verbssentences are typically not known and in some cases
adjectives) plays an important role in determiningdentical pronouns may refer to different entities. So
the discourse relations between propositions. Amnaking use of noun-pronoun or pronoun-pronoun
though we don’t have an explicit model of rhetoricato-occurrences will be uninformative or in fact mis-
relations and their effects on sentence ordering, weading.
capture the lexical inter-dependencies between sen- We extracted nouns from a lemmatized version



of the Treebank-style parsed corpus. In cases of n I";sr.]:lyv:subj:Nve(r:tc))mpany nameN:ger']\:‘,fl’“'I‘ts
Compounds, OnIy the Compound head (I.e., rlghtmo%presenV;subj;N name nameN:mod:A existing
noun) was taken into account. A small set of rulegepresenV:have:have have| | businesdl:genN its
was used to identify organizations (e.Ynited Lab- | "6PTeSeNV:obiN - business Egﬁ:ggi%”&g?ggfp hace
oratories Ind, person names (e.gJose Y. Cam- —
pos), and locations (e.g.New Englang spanning rape 1: pependencies for sentence (2) in Figure 3
more than one word. These were grouped together
and were also given the general categoperson |, A B C D E F G H T 1
organization , andlocation . The model backs off Mggg:% %Xi M i g ; §< g ig
to these categories when unknown person names, Iqgogel3 10 2 3 4 5 6 7 8 9 1
cations, and organizations are encountered. Dates,
years, months and numbers were substituted by t
categoriegslate , year , month , andnumber .

In sentence (1) (see Figure 3) we identify
the nound_aidlaw Transportation Ltdshareholder prepositions (147 types in total).
Dec 7 meeting change nameand Laidlaw Inc In )
sentence (2) the relevant nouns aaenpanyname 4 EXperiments
business1984 sale andoperation

I:T%ble 2: Example of rankings for a 10 sentence text

In this section we describe our experiments with the
_ model and the features introduced in the previous
Dependencies. Note that the noun and verb fea-sections. We first evaluate the model by attempting
tures do not capture the structure of the sentencgsreproduce the structure of unseen texts from the
to be ordered. This is important for our domain, agLLip corpus, i_e” the corpus on which the model

texts seem to be rather formulaic and similar syns trained on. We next obtain an upper bound for the
tactic structures are often used (e.g., direct and |[hsk by Conducting a sentence ordering experiment
direct speech, restrictive relative clauses, predicatiy@th humans and comparing the model against the
structures). In this domain companies typically sajjuman data. Finally, we assess whether this model
things, and texts often begin with a statement of Whahn be used for multi-document summarization us-
a company or an individual has said (see sentence (3} data from Barzilay et al. (2002). But before we

in Figure 3). Furthermore, companies and individupytiine the details of our experiments we discuss our

als are described with certain attributes (persons cgRoice of metric for comparing different orders.
be presidents or governors, companies are bankrupt

or manufacturers, etc.) that can give clues for infed.1 Evaluation Metric

ring coherence. _ . Our task is to produce an ordering for the sentences
The dependencies were obtained from the ougf a given text. We can think of the sentences as
put of MINIPAR. Some of the dependencies for sengpjects for which a ranking must be produced. Ta-
tence (2) from Figure 3 are shown in Table 1. Thgje 2 gives an example of a text containing 10 sen-
dependencies capture structural as well lexical infofences (A-J) and the orders (i.e., rankings) produced
mation. They are represented as triples, consisting g three hypothetical models.
a head (leftmost element, e.gay namg, a modi- A number of metrics can be used to measure
fier (rightmost element, e.gcompanyits) and are- the distance between two rankings such as Spear-
lation (e.g., subjectsubi:N ), object {:0biN ), man’s correlation coefficient for ranked data, Cayley
modifier (N:mod:A )). ~distance, or Kendall's (see Lebanon and Lafferty
For efficiency reasons we focused on triplegpo2 for details). Kendall's is based on the number

whose dependency relations (e\gsubjN ) were of inversionsin the rankings and is defined in (6):
attested in the corpus with frequency larger than

one per million. We further looked at how individ- 6) T—1- 2(number of inversions

ual types of relations contribute to the ordering task. N(N-1)/2

More specifically we experimented with dependen-

cies relating to verbs (49 types), nouns (52 typesihereN is the number of objects (i.e., sentences)
verbs and nouns (101 types) (see Table 1 for exarneing ranked and inversions are the number of in-
ples). We also ran a version of our model with alterchanges of consecutive elements necessary to ar-
types of relations, including adjectives, adverbs andnge them in their natural order. If we think in terms




of permutations, thencan be interpreted as the min- Feature T StdDev Min Max]|

imum number of adjacent transpositions needed to ST '22 '(2)2 g 'gg
bring one order to the other. In Table 2 the number VT 46 21 17 .80
of inversions can be calculated by counting the num- \N/LN '4513 113 -1188 -261
ber of intersections of the lines. The metric ranges VEND a9 17 51 86
. X i TNL . . . .

from —1 (inverse ranks) to 1 (identical ranks). The Vp 51 .17 10 .83
for Model 1 and Model 2 in Table 2 is .822. Np 45 .17 10 .67
Kendall's T seems particularly appropriate for VoNo .57 .12 0283

p y approp Ap 48 .17 10 .83

the tasks considered in this paper. The metric is sen-
sitive to the fact that some sentences may_be alwaygpe 3: Comparison between original Bp texts
ordered next to_each other even though their absolulg § model generated variants
orders might differ. It also penalizes inverse rank-
ings. Comparison between Model 1 and Model 3
would give at of 0.244 even though the orders betaken into account. The feature space becomes too
tween the two models are identical modulo the bebig, there are too many spurious feature pairs, and
ginning and the end. This seems appropriate giveéhe model can't distinguish informative from non-
that flipping the introduction in a document with thanformative features.
conclusions seriously disrupts coherence. We carried out a one-way Analysis of Vari-

) ) ] ance (ANOVA) to examine the effect of different fea-
4.2 Experiment 1: Ordering Newswire Texts  yre types. The AOvA revealed a reliable effect
The model from Section 2.1 was trained on thef feature type E(9,171) = 3.31; p< 0.01). We
BLLIP corpus and tested on 20 held-out randomlperformed Post-hoc Tukey tests to further examine
selected unseen texts (average length 15.3). We algbether there are any significant differences among
used 20 randomly chosen texts (disjoint from théhe different features and between our model and
test data) for development purposes (average lengdtie baseline. We found out thai N\VTN, Vp, and
16.2). All our results are reported on the test set. VpNp are significantly better than@B(a = 0.01),

The input to the the greedy algorithm (see Sesvhereas N and Vo Np are not significantly differ-
tion 2.2) was a text with a randomized sentence oent from each other. However, they are significantly
dering. The ordered output was compared againgetter than all other features & 0.05).
the original authored text using Table 3 gives the . .
averaget (T) for all 20 test texts when the fol- 4-3 Experiment2: Human Evaluation
lowing features are used: lemmatized verbs )(V In this experiment we compare our model's perfor-
tensed verbs (¥), lemmatized nouns (N, lem- mance against human judges. Twelve texts were ran-
matized verbs and nouns (M), tensed verbs and domly selected from the 20 texts in our test data. The
lemmatized nouns (MN_), verb-related dependen-texts were presented to subjects with the order of
cies (\b), noun-related dependenciesy\verb and their sentences scrambled. Participants were asked
noun dependencies (Wp), and all available de- to reorder the sentences so as to produce a coherent
pendencies (8). For comparison we also report thetext. Each participant saw three texts randomly cho-
naive baseline of generating a random odey)(Bs sen from the pool of 12 texts. A random order of sen-
can be seen from Table 3 the best performing fetences was generated for every text the participants
tures are N and \bNp. This is not surprising given saw. Sentences were presented verbatim, pronouns
that NL encapsulates notions of entity-based coheand connectives were retained in order to make or-
ence, which is relatively important for our domain. Adering feasible. Notice that this information is absent
lot of texts are about a particular entity (company dirom the features the model takes into account.
individual) and their properties. The featurgNp The study was conducted remotely over the In-
subsumes several other features and does expectddlyet using a variant of Barzilay et al.’s (2002) soft-
better: it captures entity-based coherence, the intavare. Subjects first saw a set of instructions that ex-
relations among verbs, the structure of sentences gpldined the task, and had to fill in a short question-
also preserves information about argument structumaire including basic demographic information. The
(who is doing what to whom). The distance betweeaxperiment was completed by 137 volunteers (ap-
the orders produced by the model and the origingroximately 33 per text), all native speakers of En-
texts increases when all types of dependencies ajsh. Subjects were recruited via postings to local



Feature T StdDev Min Max | argument structures

\\fi :32 :ig :18 '38 Barzilay et al. (2002) collected ten sets of arti-
NL 51 .14 10 .90 cles each consisting of two to three articles reporting
VINL 44 14 18 .61 the same event and simulateduhr1 GEN by man-
¥ENL 2 B 2 80 ually selecting the sentences to be included in the
Np 46 .15 10 .86 final summary. This way they ensured that order-
XDND -gg 11% -11% -%03 ings were not influenced by mistakes their system
Ha ‘58 08 2% 75 could have made. Explicit references and connec-

tives were removed from the sentences so as not to
veal clues about the sentence ordering. Ten sub-
J€cts provided orders for each summary which had
an average length of 8.8.

Table 4. Comparison between orderings produced b
humans and the model on.BP texts

[ Features T StdDev Min  Max ] We simulated the participants’ task by using the
Br 43 13 19 97 model from Section 2.1 to produce an order for each
\N/IISND T S S candidate summaty We then compared the differ-
Hi 60 17 1 o8 ences in the orderings generated by the model and

participants using the best performing features from
Table 5: Comparison between orderings produced IBkperiment 2 (i.e., N and VpNp). Note that the
humans and the model on multidocument summarigsodel was trained on thelBIP corpus, whereas the
sentences to be ordered were taken from news arti-
cles describing the same event. Not only were the
Usenet newsgroups. news articles unseen but also their syntactic struc-
Table 4 reports pairwiser averaged over ture was unfamiliar to the model. The results are
12 texts for all participants (k) and the average shown in table 5, again average pairwises re-
between the model and each of the subjects for @brted. We also give the naive baseline of choosing
features used in Experiment 1. The average distang&random order (B). The average distance in the
in the orderings produced by our subjects is .58. Thgderings produced by Barzilay et al.’s (2002) par-
distance between the humans and the best featutiggpants is .60. The distance between the humans
is .51 for N. and .55 for \bNp. An ANOVA yielded and N is .48 whereas the average distance between
a significant effect of feature typ€& (9,99) =5.213; VpNp and the humans is .56. AnNOVA yielded a
p<0.01). Post-hoc Tukey tests revealed that, V significant effect of feature type=(3,27) = 15.25;
V1, Vb, Np, Ap, VLN, and VrNL perform sig- p < 0.01). Post-hoc Tukey tests showed thagNp
nificantly worse than H (a = 0.01), whereas N was significantly better thandgBbut N_ wasn’t. The
and \pbNp are not significantly different from H difference between YNp and Hy was not signifi-
(o = 0.01). This is in agreement with Experiment lcant.
and points to the importance of lexical and structural  Although N performed adequately in Experi-

information for the ordering task. ments 1 and 2, it failed to outperform the baseline in
) _ o the summarization task. This may be due to the fact
4.4 Experiment 3: Summarization that entity-based coherence is not as important as

Barzilay et al. (2002) collected a corpus of multipléemporal coherence for the news articles summaries.
orderings in order to study what makes an order cérecall that the summaries describe events across
hesive. Their goal was to improve the ordering stragocuments. This information is captured more ad-
egy of MULTIGEN (McKeown et al., 1999) a mul- equately by \WNp and not by N that only keeps a
tidocument summarization system that operates ¢@cord of the entities in the sentence.

news articles describing the same eventiLVi GEN ) _

identifies text units that convey similar informationd Discussion

across documents and clusters them into themzﬁth d a data int h
Each theme is next syntactically analysed into pre 's paper we proposed a data intensive approac

icate argument structures; the structures that are F3-IEXt COherence where constraints on sentence or-
peated often enough are chosen to be included i Srlng are learned from a corpus of domain-specific

the summary. A language generation system OUt_pUtS 1The summaries as well as the human data are available from
a sentence (per theme) from the selected predicate:/www.cs.columbia.edu/noemie/ordering/
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