The PhD Qualifier Project—the Cell Prototype

Advisor: Professor Scott Smith

Xiaoqi Lu
Department of Computer Science
The Johns Hopkins University

February 10, 2003

1 Introduction

1.1 Software Components

Among many different definitions of software components, the one given
by Szyperski in [1] is concise and widely accepted — ”Software components
are binary units of independent production, acquisition, and deployment that
interact to form a functioning system: Component-based software develop-
ment focuses on building large software systems by integrating previously-
existing software components. By enhancing the flexibility and maintain-
ability of systems, this approach can potentially be used to reduce software
development costs, assemble systems rapidly, and reduce the maintenance
burden associated with the support and upgrade of large systems. This tech-
nology is developing rapidly because of the potential benefits.

Since Microsoft’s VB and its components (VBXs), the first successful
component-based approach, hit the market, lots of effort has been put into
this area. The most influential technologies include Microsoft’s DCOM and
ActiveX, Sun’s Java and JavaBeans, CORBA, etc. These practical tech-
nologies emphasize the dynamic services that components offer. On the
other hand, component-based programming projects, including Jiazzi[14],
Units[13] and Mixins[17], explore the static aspects of components, and are
more concerned about the ways code may be statically assembled.



Our proposed cell language [2] is a new component model with both a
clear static, code-based concept of component and a clear dynamic, run-time
concept. By studying many different active research projects in related ar-
eas, we intend to develop a better general-purpose language design, which
includes the good ideas in other models and at the same time favors the
context of network computation.

1.2 Related Work

Microsoft’s COM defines a binary structure for the interface between
the client, users of the component, and the component, a COM object.
This binary structure provides the basis for run-time interoperability be-
tween software components written in arbitrary languages. As long as a
compiler can reduce language structures down to this binary representation,
the implementation language for clients and COM objects does not mat-
ter. Distributed COM (DCOM) expands the concepts and services of COM
to support transparent communication across process boundaries or across
machine boundaries [1]. CORBA, developed by OMG, aims to establish
a framework for distributed object-oriented application integration. The
central component of CORBA is the Object Request Broker (ORB). ORB
encompasses all of the communication infrastructure necessary to identify
and locate objects, handle connection management and deliver data in run-
time [6]. Units [13] is a module system which enables assembly-line pro-
gramming using separate compilation and expressive linking expressions. It
concentrates on providing static code separation and dynamic linkage for
constructing component softwares. Jiazzi applies the Units model to the
Java language. Jiazzi components can be thought as generalizations of Java
packages with added support for external linking and separate compilation
[14]. ArchJava [15] makes an effort to implement explicit run-time compo-
nent composition and its communication integrity, which is similar to the
cell persistent connection, but in a more lightweight way [2].

Cells also naturally have mobility due to their capability of being loaded,
unloaded and moved around. In this sense, mobile computation research also
overlaps with our work, for example JavaSeal [18]. There are many other
research projects, such as Self [16] and Mixins [17], which are also related to
our cell model in one way or another.



1.3 Cells by Example

Our proposed component-based programming language is built on the
concept of a cell. Cells are encapsulated containers of classes, functions and
objects, which unify the ideas of static code and first-class entities. A brief
definition of cells goes as follows [19]:

Cells are deployable containers of objects and code. They expose
type interfaces (connectors) that may import (plugin) and export
(plugout) classes and operations. Via these interfaces, cells may
be dynamically linked and unlinked, locally or across the net-
work. Standard client-server style interfaces (services) are also
provided for local or remote invocations.

We here introduce a diagram example in Fig. 1 to make the abstract cell
idea more concrete. There are two cells in this diagram, connecting to each
other on their Connectors. Both of them are named Chatter, but they are
two distinct cells. They may even reside on different machines. The left one
has a Connector, named Chat which imports a send operation and exports
a receive operation. The right Chatter cell has a matched Connector with
a send operation imported and a receive operation exported. Two cells
can communicate with each other over the possible network right after they
establish their connection on their compatible Chat Connectors.
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Figure 1: Two chatters communication via connector connection



From the above cell example, we can clearly see that cells, as the com-
ponent units, have the capability of interacting with each other via a non-
traditional persistent connection on Connectors. Moreover, linking on Con-
nectors is totally dynamic and revocable, which means it can happen any-
time. The persistent link model is usually used for modules, or packages,
which however are not a run-time abstraction. Persistent connections also
enable us to have more efficient security policies because authorization checks
can be performed on per-connection basis, instead of per-transaction basis.
As we know, security checks can be time-consuming. Per-connection security
checks would thus be a preferable option for resource-sensitive applications.

What is not shown in Fig. 1 is that cells also support the traditional
service invocation in the way as COM and CORBA do. Services are public
hooks that are available to whoever holds a reference to the current cell. The
following Fig. 2 shows the way we pictorialize cells at run-time. It demon-
strates both the definition and structure of cells clearly. As shown in the
diagram, cells are the hybrid of both static and dynamic concept of com-
ponent and module. They are containers of static elements—the code and
the interfaces (service interfaces and plugging interfaces), and also dynamic
elements—objects.
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Figure 2: Cell Representation at Run-time

Our component-based programming language, which is named JCells,
defines cells on top of the fundamental Java notions of class, object and vir-
tual machine [2]. Java is adopted as the baseline system for many reasons.
First, Java is a good multi-platform language with features desired by our



goal of designing a new programming language for network computation.
Secondly, by building the cell model on top of Java, we can get the proto-
type more easily and quickly, because we don’t have to detail many basic
aspects of the JCells which are identical to the corresponding definitions in
Java.

1.4 Objectives of this Project

This project is a preliminary effort to implement cells on the top of Java.
The major tasks we wanted to fulfill were improving initial high-level lan-
guage design, implementing the cell run-time architecture in both local and
distributed environments, and coming up with some concrete examples to
test the cell model in action. The ultimate goal is to test the feasibility and
practicability of our proposed software component model. This implemen-
tation project mainly has two parts: one part for implementing the system
in local stand-alone machines, and the other part for updating the local im-
plementation to a distributed version which works on machines in a Local
Area Network. In the process of this project, our system design was modified
gradually and the model was improving constantly.

In this prototype implementation, we did not try to develop the compiler
for the JCells. Instead, we program cells in Java and use Java compilers di-
rectly for compilation. In the rest part of this report, we first introduce the
JCells. Then we elaborate the fundamental structure of cells, with the help
of the design tool UML (Unified Modeling Language). In section 4, we dis-
cuss the process of building a cell step by step, from static code to run-time
entity, from programming to interactions of cells at run-time. After drawing
the outline of cells, we complete the model with adding distributed setting.
Finally, we finish the report with a brief conclusion and our future plan.
This project mainly works as a feasibility analysis and practical proof of the
cell model in practice.

2 Introduction to JCells

The JCells is the new component programming language we proposed
for defining cells on top the fundamental Java notions of class, object and
virtual machine [2]. It is an extension to Java syntax, which includes most
of the Java syntax and just adds a few more on demand of our own needs.



For example, in the JCells, there is an explicit statement to link cells on
Connectors. The link statement in one of the Chatter cells would be:

link otherChatter at Chat [receive->send, send<-receive];

The JCells compiler is not yet part of the current implementation. It
would be our next task and be implemented together with the finalized
JCells syntax, because these two are tightly coupled jobs, but they can be
relatively independent from the initial prototype project. However, some
basic tutorial about the JCells helps us to form a complete picture of the
cell model and makes it easy to convey our ideas.

A cell definition consists of a header and a body. The header mainly
contains declarations of Connectors, Plugins, Plugouts and services, but also
cell, class, and interface signatures for compile-time type-checking. A Con-
nector lists Plugins and Plugouts which may either be classes or operations.
Services are always public operations. All Plugouts and services must either
be defined within the body of a cell or declared as being implemented by
other compatible components of the cell such as Plugins [2].

The body defines fields, classes, operations, and interfaces, some of which
may be the implementation of its declared Plugouts and services, and some
of which may be just for internal uses. In the body, Plugins are referable as
they are defined internally. In particular, a class declared in the body may
inherit from a Plugin class, ClassPlugin.

The following syntax is the snippet for defining cells and cell signatures,
from [2].

CellDeclaration:
cell Identifier { CellHeader,,; CellBody }

CellHeader:
{ CellHeaderDeclarations,p; }

CellHeaderDeclarations:
CellHeaderDeclaration
CellHeaderDeclarations CellHeaderDeclaration

CellHeaderDeclaration:
ConnectorDeclaration
ServiceDeclaration



CellSigDeclaration
ClassSigDeclaration
InterfaceSigDeclaration

CellSigDeclaration:
cell Identifier CellHeader

ClassSigDeclaration:
--like Java’s ClassDeclaration but without method bodies (no executable code)

InterfaceSigDeclaration:
-- like Java’s InterfaceDeclaration

3 Basic Cell Architecture
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Figure 3: Basic Cell Structure in Memory

With a glimpse of the JCells syntax, we have an overview of the cell



architecture in a static way. In this section, we continue the discussion with
the run-time representations of cells, ignoring the distributed computation
for the present.

Fig. 3 shows the fundamental cell run-time structure represented in a
UML object diagram (The complete cell structure with networking com-
ponents is shown and discussed later in section 5). Objects in the figure
represent the Java classes in the implementation. A cell has a body, rep-
resented by the Cell object in Fig. 3, and a variable number of Connectors
which have lists of Plugins and/or Plugouts. We elaborate each of the indi-
vidual parts in the following sections.

3.1 Cell and specificCell

The Cell object in Fig. 3 is the super object of any specific Cell objects,
which plays a similar role of the Object class in Java. The Cell defines the
basic functionalities and properties shared by all cells. In a sense, the Cell
object sets the framework for all cells. For example, Cell declares an at-
tribute “name” with string type, which means “name” is an attribute that
every cell has. In the UML diagram, the specificCell is not a single class.
There is a unique class for each specific cell in the system, and it includes
entities unique to the specific cell.

A Cell, or specifically a specificCell, is like the computer motherboard.
It is the place where other components can be assembled to and the control
center where all parts are coordinated to work together.

3.2 Services

Cells can also have service hooks for accepting invocations from other
cells. Service invocations are very similar to the COM/CORBA/Java-style
interactions, known as client/server model invocations. A cell gets a handle
to another cell at run-time and then uses the handle to invoke services of
the other cell with proper arguments. Service invocation is a one-time inter-
action, which means no persistent link is needed. In the cell model, services
are all public interfaces; they are well-known channels for message passing
and usually for more light-weight, short-term and less security interactions.



Services in Fig. 3 are shown in the form of public method declarations
inside the Cell or the specificCell. The Cell declares the services every cell
has, and a specificCell defines its own specific services.

3.3 CellClass

According to our definition, cells contain not only objects, but also
code—classes which are implemented by Java classes. In order to manipulate
different Java classes in a uniform way, we designed a generic component—
CellClass. CellClass instances are wrapper objects for Java classes. As a
wrapper, a CellClass object has methods to manipulate any Java class it
represents. CellClass objects enable cells to have a standard interface to
interact with distinct Java classes they own.

For example, if a cell owns Java class A, then this cell must have a
CellClass object wrapping this class. This CellClass object would have a
string name “A”. All invocations on the class A are performed through its
wrapper CellClass object. For instance, in Java syntax, creating a new
instance of class A would be:

thisCell.getCellClass("A") .newInstance();

3.4 Connector

A cell may have zero or any number of connectors, each represented by
a Connector object, see Fig. 3. The Connector is also a generic component,
which means there is only one Connector type in the cell model, no subtypes
of it. The basic operations that a Connector has are plug and unplug,
which are invoked by its container cell when it gets a link or unlink request
on the Connector.

Connectors are the minimum linkage units for cells. Persistent connec-
tions between cells can only be made on their Connectors, and not on the
individual plugging pairs (Plugin and Plugout).

3.5 Plugin and Plugout

Plugin and Plugout are the only two types of plugging interfaces. They
are in analogy to imports and exports of module programming. A Plugout



provides interfaces which could be used by other cells. A Plugin declares in-
terfaces which current cell wants to get from other cells. A Plugout is like
a list of facilities which a producer has and would like to offer to some au-
thenticated consumers. A Plugin is a list of items which a customer wants
to get from a producer. One Plugout and one Plugin can be linked to each
other at run-time only if they are a matched pair and the two cells that
own them respectively are accepted as authenticated producer/consumer by
each other. In our current implementation, we haven’t implemented any
authentication protocols, simply because it is not the focus of this project.
However, it is a very important part of the cell model. A separate research
effort is being made in this aspect (see [20]) and it will be included in the
future implementation.

Plugin has two subtypes, ClassPlugin and OperationPlugin. Similarly,
ClassPlugout and OperationPlugout are the two subtypes of the Plugout. An
operation plugging exposes the type of an operation, analogy to an object
method in Java. A class plugging publicizes a class. When a linking on
Connectors is triggered, ClassPlugin would be matched with correspond-
ing ClassPlugout, and OperationPlugin would be plugged with the matched
OperationPlugout. After a OperationPlugin is successfully linked with a Op-
erationPlugout, all later invocations on the OperationPlugin are forwarded
and made on the linked OperationPlugout. Once a ClassPlugin is connected
with a ClassPlugout, the code provided by the ClassPlugout can be used by
the cell who owns the ClassPlugin freely, for example creating new instances
of the class represented by the ClassPlugout.

Every Plugin object has operations, plug and unplug, which are in-
voked by its container Connector object when a linking/unlinking command
is made on the Connector. Obviously, in the process of establishing a con-
nection between two cells, the Plugins are the objects in charge. On the
other hand, Plugouts are the passive parts in this process.

3.6 VirtualCellClass

The VirtualCellClass is missing in Fig. 3. Instead, it is drawn in a sepa-
rate diagram, Fig. 4, in order to make its relationship with other components
clear and at same time keep the diagrams neat.
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Figure 4: VirtualCellClass Digram

The VitualCellClass is the supertype of both the ClassPlugin and the
CellClass. Its existence enables the ClassPlugin and the CellClass to be
treated as the same type by ClassPlugout objects. When a cell plugs out
one of its classes as a ClassPlugout, it may have the actual implementation of
that class in its body, wrapped in a CellClass object. Or, it may not have the
code at all and can just plug out one of its ClassPlugins as the ClassPlugout.
This emulates the situation that a cell borrows something from another cell
and then lists the borrowed item as a product available for other cells. With
the VirtualCellClass, a cell can declare that its Classplugin is implemented
by a VirtualCellClass which can be either a CellClass or a ClassPlugin.

3. Cell oader

Cell oa er is the component responsible for loading cells into memory.
Every individual cell has its own Cell oa er instance. A new Cell oa er
object is created with every valid cell loading command.

A Cell oa er instance also checks the structure of the cell when it is
being loaded. For example, it makes sure that every Plugin or Plugout is
contained in a Connector; every Java class the cell owns is wrapped up by a
proper CellClass object.
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Cell ac a in and oadin

In this section we first describe the way of coding a specific cell in Java.
Then we discuss the process of loading a cell from its binary representation
into memory. After, we show how two cells local to each other interact via
their exposed interfaces, services and Connectors.

Since we built cells on the top of Java and we don’t have our own compiler
yet, all programming is done directly in Java. Accordingly, compilation is
done by typing command-line commands—javac or rmic—to use Java com-
pilers directly.

4.1 Core Cell Package

The core of our implementation is a Java package named cell. Tt includes
the implementation for all generic components in Fig. 3. To get the idea, let
us have a look at the Java file for one simplest component, Plugin:

ile 1 gin. ava
ackage cell;

lic a stract class 1 gin
tring its a e;
lgot 1go t;
Connector itsConnector;
a stract oolean 1 g( 1 go t t);
a stract oolean n 1 g();

tring get a e()
ret rn its a e;

As shown in the code, the Plugin.java file belongs to the core package,
cell. It is declared as an abstract class because it has methods with only
declarations but no implementations. Its attribute, itsConnector, stores a
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reference of the Connector it belongs to, which reflects the association rela-
tionship between the Connector and the Plugin of Fig. 3. Methods plug
and unplug are declared as abstract because OperationPlugin and Class-
Plugin must implement them separately and differently. Variable my lu
gout would refer to the linked Plugout after a successful establishment of a
connection with the Plugin.

4.2 Programming a Specific Cell

Cells use the notation of both object and class as those in Java, but still
draw clean differences from Java as well. Every cell has its source files from
which a cell instance could be instantiated from. But unlike the objects in
Java, there is generally only one run-time associated with the binary repre-
sentation [2]. In this sense, a cell run-time is analogous to singleton pattern
in class/object terms.

With all generic components coded in the core cell package, program-
ming a specific cell in Java is not a difficult job. All we need to do is to code
the distinct parts of a specific cell. We elaborate this programming process
using the example of the Chatter cell.

rogramming Chatter ava

The main body of the Chatter is coded in file Chatter.java in which
only operations unique to the Chatter cell need to be defined, for example,
the public distinct fields, specific services, or any other private methods not
generally shared by all cells. For the Chatter, the implementation for the
OperationPlugout receive is coded in Chatter.java as:

ile Chatter. ava
i ort cell. ;

lic class Chatter e tends Cell
lic Chatter()

s erQ;
its a e "Chatter";
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//i 1le entation or o eration 1 go t "receive"
void receive( tring a essage)
rint (" eceived sg " a essage);

//an internal ethod handling in t ro ser I
void send essage()

tring sg .... //get essage ro I window
//call send 1 gin
eration 1 gin o i this.get eration 1 gin("send");

i(oi n 11)
//wra the arg ents in a vector and ass to the 1 gin
ector args new ector();
args.add(s);
o i.e ec te(args);
else
throw new nti e ce tion("send eration 1 gin not o

As we can see from the code, any specific cell has to extends the Cell
class. The constructor of the Chatter class calls the constructor of the
Cell class. Additionally, its constructor assigns a string name “Chatter” to
the Chatter cell. The body of the class implementation does not have any
generic operations such as lookup, which comes from the cell core package
via inheritance. We also show the way to reference a Plugin inside the body
of a cell in the code.

We have yet to design our own exception system, so we just throw run-
time exceptions when needed. This is not a good programming practice.
But, it is only a temporary solution for the present.

epresenting a Cell in an ile

The Chatter.java file is the implementation for the specificCell object,
in this case the Chatter. It does not include all needed information about
the structure of this cell. For example, there is no way that we can find
out how many and what kind of connectors the Chatter cell has only with
the Chatter.java file. So, we need another type of file which can express the

14
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architecture of a cell in a structural way. For this we use an XML manifest.

XML, the Extensible Markup Language, is the preferred technology in
many information-transfer scenarios because of its ability to encode informa-
tion in a structural way. XML makes it easy for a computer to generate data,
read data, and ensure that the data structure is unambiguous. Moreover,
XML avoids common pitfalls in language design: it is extensible, platform-
independent, and it supports internationalization and localization [4]. Due
to these desirable characteristics of XML, we chose it to represent the struc-
ture of a cell, which may be thought as the signature file of the cell.

Like popular HTML files, XML uses tags to define its data content. But
unlike HTML, XML does not have pre-defined tags. Users need to define
tags according to their specific needs. To meet our own demands, we defined
following tag pairs to describe a cell’s structure. We explain these tags by
discussing Chatter.xml, the file defining the signature of the Chatter cell.
Here, we add some more components to the Chatter, such as the definition
for an internal class named ser b , whose objects are used to hold the
information about current users.

ile Chatter. 1
< 1 version . encoding t- >
< C cell "Cell 1.dtd">

<cell na e "Chatter" ath "chatter ath">

<class na e " ser ">
<ieldnae " ae"t e " tring"></ ield>
< ethod na e "set a e">
<ret rn  e>void</ret rn e>

< ara e> tring</ret rn e>
</ ethod>
< ethod na e '"get a e">
<ret rn  e> tring</ret rn e>
< ara e>void</ret rn e>
</ ethod>
</class>

<connector na e "Chat">
<o eration 1 gin na e "send">
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<ret rn e>void</ret rn e>
< ara e> tring</ ara e>
</o eration 1 gin>

<o eration 1 go t na e '"receive'">
<ret rn  e>void</ret rn e>
< ara e> tring</ ara e>
</o eration 1 go t>
</connector>

<s eci icCell>

<0 eration na e "receive">
<ret rn e>void</ret rn e>
< ara e> tring</ ara e>

</o eration>

<o eration na e '"send essage">
<ret rn  e>void</ret rmn e>
< ara e>void</ ara e>
</o eration>

</s eci icCell>

</cell>

ags describing Cell <cell> </cell> denotes the beginning and the
end of a cell. Currently, this pair of tags has attributes "name” and ”path”
which specify the string name of a cell and the path where the related files
reside respectively. In a cell loading process, the cell name and its path
would be used to find which cell should be loaded and where it is. In
Chatter.xml, the way of using this pair of tags is: <cell na e "Chatter"
ath '"chatter ath">...</cell>.

ags de ning operations The pair, <o eration> and </0 eration>,
has subfields<ret rn e></ret rm e>and< ara e></ ara e>
Together, they define the signature of an operation, much like a method dec-
laration in Java. The operation send essage defined in Chatter.xml above
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is an example.

ags de ning specificCell <s eci icCell></s eci icCell> bracket the
fields and the operations which are not included in the general cell def-
inition. They may have subfields: < ield> </ ield> and <o eration>
</o eration>. The operation send essage is a specific operation belong-
ing to the Chatter cell, so it is defined between <s eci icCell></s eci icCell>
tags.

ags de ning ava classes CellClasses  The signature of a Java class
owned by this cell is delimited by tag <class> </class>. < ethod></ ethod>,
<ret rn e> </ret rn e> and < ara e> </ ara e> are tags
used to define its methods. < ield> </ ield> are used to define the class
variables, if any.

ags de ning Connectors and plugging inter aces Between <connector>
</connector> is the list of plugging interface declarations. The “name” at-
tribute of <connector> tag is the string name of the Connector. Connector
could have following subfields: <class 1 gin></class 1 gin> <class 1 go t>
</class 1 go t>,<o eration 1 go t></o eration 1 go t>and <o eration 1 gin>
</o eration 1 gin>. It is obvious that these subfields declare class plug-
ging and operation plugging respectively. Chatter.xml defines a Chat Con-
nector in which there is one send OperationPlugin and one receive Opera-
tionPlugout.

ags de ning services <service> </service> mark an operation as
a public service interface. For instance, if the Chatter also publicizes its
send essage operation as a service, then in its Chatter.xml file, there
would be a following section:

<cell ... >
<service na e "send essage">
<ret rn e>void</ret rn e>
< ara e>void< ara e>
</service>

17



< cell>
When we describe the structure of the Chatter.xml file, we sometimes
specify the subfield relationship between tags and the attributes a tag can

have. There is a special type of schema file which can be used to enforce the
attributes and the hierarchical relationship of XML tags—a DTD file.

The DTD (Document Type Definition) file defines what tags can be
included in a XML file, the valid arrangements and relationships of these
tags. The < C cell "Cell 1.dtd"> in the second line of
the Chatter.xml file defines the name of the DTD file which Chatter.xml is
based on. When loading a cell, Cell oa er needs the specified .dtd file to
check against the syntax of a cell’s structure definition in its .xml file.

The Cellxml.dtd is the file which defines the structure rules for all cells.
Its content is straightforward. For example, the following snippet from Cel-
Ixml.dtd specifies how to use the tag pair <cell> </cell>:

< cell (class ,s eci icCell, connector , service )>,

the above statement means that <cell> </cell> tag may have multiple
(denoted by ) subfields of <class> </class>, <connector> </connector>
and <service> </service>. And it can contain only one <s eci icCell>
</s eci icCell> subfield.

<A I .. .> below says that <cell> tag has two required attributes,
name and path.

< A I cell
nae CAA I
ath C A A I >

As another example, the schema for using <connector> </connector>
would be like:

< connector (class 1 go t , class 1 gin ,
o eration 1 go t , o eration 1 gin >
< A I connector
nae CAA I >
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The complete Cellxml.dtd file is included in ppendix . As a note
here, Cellxml.dtd is part of the cell core package and there is only one copy
of it for all cells. But every cell has its specific signature .xml file which
follows the rules defined in the Cellxml.dtd.

Coding ther Class iles

A cell may also contain class definitions, either as the implementations
for its ClassPlugouts or classes for internal usage. Each of these classes is
coded in a separate Java file. For example, the Chatter cell defined in the
signature file Chatter.xml also contains an internal class named ser b .
The implementation for this class is thus in the file UserObj.java:

lic class ser
tring a e;

void set a e( tring str)
ae str;

tring get a e()
ret rn a e;

All files created for a specific cell are put under the directory specified
by tag <cell> in this cell’s .xml file. For the Chatter cell, all its files are
stored in ”chatterpath” directory. These files include Chatter.java, Chat-
ter.xml, UserObj.java, and they are compiled down to .class files, currently
by invoking the Java compiler manually.

4.3 Cell oading

With all needed files for a cell in a directory, we now can describe the step
of loading it from its binary files to be an entity at run-time. By definition,
cells are first-class stateful entities which exist at the run-time environment.
This means that before loading a cell into memory, we don’t actually have
the cell yet. Therefore, We need a mechanism to load the cell into run-time
environment as it is defined on disk. First, we introduce some important
definitions related to the loading process, then describe the loading process
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itself.

Cell irtual achine and resident Cell

Every cell executes within a Cell Virtual ac ine(CVM). CVMs are
responsible for loading, linking, executing, serializing and managing cells
running within them—much like JVMs w.r.t. classes. The major difference
is that cell linking is triggered by explicit link commands in the program
and is not done automatically upon loading [2]. In addition, linking is per-
formed through cell Connectors, which act as explicit interfaces to cells.

In the implementation, each CVM is implemented on top of a JVM. And
every CVM is represented by a particular cell, a Presi ent. By reifying the
CVMs as a special kind of cells, our architecture now is composed of cells
homogeneously. It also means CVMs are principals which enable CVM-wide
security policies to be applied [20]. As representatives of CVMs, Presi ent
cells have special privileges so that they can perform functions such as con-
trolling network connections or system resources.

In the current prototype system, there is only one Presi ent cell on
each machine, which means we disallow multiple CVMs on one machine
at present. But this feature will be added in later versions. The Presi ent
cells are the only kind of specific cells that belong to the cell core package.

oading rocess

In Fig. 3, each cell is associated with a Cell oa er object. The Cell-
oa er is responsible for loading the cell associated with it.

As the first loading step, a Presi ent cell is loaded by a special boot-
strap program. For each machine, there is only one Presi ent cell, and once
it gets loaded, it stays running till it is explicitly terminated. After being
loaded, the Presi ent cell takes charge of loading other cells on that machine.

When a Presi ent cell loads a cell, for example, the Chatter cell, it
first checks whether the Chatter has already been loaded. Currently, this
checking is based on cell names (Eventually CID). If the cell is already in
memory, loading process finishes here. If not, the Presi ent creates a new
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Cell oa er instance to load the Chatter cell.

Basically, the Cell oa er is an XML parser. It first locates the home
directory of the cell to be loaded, ”chatterpath” for the Chatter. Then the
Cell oa er opens the Chatter.xml file and reads through it to construct the
Chatter. The Cell oa er does the following steps to fulfill the loading task:

nstantiating the specificCell ob ect rom its class le In this step,
an instance of a customized Java ClassLoader (named init oa er) is created.
The newly-created init oa er object then loads the class for the specific cell
and instantiate an instance from the class. Back to the Chatter example,
Chatter.class file would be loaded and a Chatter object is instantiated from
it.

ssembling Connectors and pluggings When the Cell oa er reads a
component tag in a .xml file, it instantiates an instance of that component
for the cell being loaded. A cell’s .xml file strictly specifies the architecture
of this cell. We illustrate the process by showing how the send Opera-
tionPlugout of the Chatter cell is loaded. First, the Cell oa er encoun-
ters the tag <connector na e "Chat">. Accordingly a Chat Connector is
first instantiated. Then the Cell oa er reads the tag <o eration 1 go t
na e "send"> and creates an OperationPlugout instance with the name
send. Following up, the Cell oa er reads an end tag </o eration 1 go t>
and finalizes the instantiation of the send OperationPlugout by adding it to
its container, the Chat Connector. When all components of the Chat Con-
nector are loaded and assembled, the Cell oa er glues the Connector to the
Chatter cell, the main body loaded in the first step.

oading other ava classes A cell may also contain other Java classes
as mentioned above. Every such Java class is wrapped by a wrapper Cell-
Class. The current implementation supports local cross-component inheri-
tance, which means a class of a cell can inherit from a Classplugin, whose
implementation is provided by other cells. We classify a CellClass into one
of following two categories: incomplete or complete. If a CellClass is in
complete, then the Java class it represents inherits from some ClassPlugins
or other incomplete CellClasses. Otherwise, it is a complete CellClasses.
If the loading cell has an incomplete CellClass, the Cell oa er creates
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another type of customized Java ClassLoader, called oa er, for it. ncom
plete CellClasses depending on the same Connector connection share one

oa er instance. Since the behavior of the incomplete CellClasses is de-
cided by current Connector connections, their oa er would only load them
after their needed connections are all available. Moreover, once one of the
necessary links is disconnected, the corresponding oa er would be destroyed
to emulate unloading the incomplete CellClasses — there is no explicit way
to unload a class in Java. A new oa er is recreated every time it is needed.

esolving inheritance or implementation relationships The rela-
tionship between CellClasses and ClassPlugins, between ClassPlugins and
Class-Plugouts, and between OperationPlugins and OperationPlugouts need
to be resolved at this step.

A cell may plug its ClassPlugin or CellClass out as a ClassPlugout, also,
it may export its implemented operations or its OperationPlugin as an Oper-
ationPlugout. We call these kinds of relationships implementation relation-
ship. For a CellClass, it may inherit from a ClassPlugin, which we refer as
inheritance relationship. At the last step of the loading process, the Cell-

oa er resolves all these relationships among the components of the current
cell. Any component should either have implementation in the current cell
or be explicitly declared to be implemented by other components belonging
to current cell. There is no floating components in a cell, for example, a
ClassPlugout without implementation components or an incomplete Cell-
Class without explicit declaration of which component it inherits from.

When the Cell oa er successfully loads a cell into the memory, the con-
trol goes back to the local Presi ent cell. The Presi ent cell stores a copy
of the reference to the just loaded cell. In fact, a Presi ent cell keeps track
of all cells it loads. It keeps the current status of every cell, whether a cell
is in memory or unloaded back to disk. At the same time, every cell in the
memory remembers the Presi ent cell who loads it, in its instance variable
my resident. This can also be understood as that every cell remembers
which CVM it is running within.

4.4 ocal Cell nteraction

We discuss how cells in the same CVM interact with each other in this
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section. No network communication is considered in this section since that
topic will be addressed in the next section.

ervice nvocation

Service invocation among cells is the same as service/client invocation
of COM/CORBA model. To invoke a service of a cell, a handle to the cell
should be obtained first. Then any public services of the cell can be invoked
correctly with proper arguments, via the handle.

To illustrate the process of service invocation on cells, we make a call on
the lookup service of a Presi ent cell as an example. The lookup service
is used to query a cell about all other cells current cell knows about. Every
cell keeps records of other peers it has contacted before. For example, a
Presi ent cell stores references to all cells it loads.

The lookup service takes one argument, the string name of a cell, and
returns the handle to that cell if there is a hit. If the lookup fails, null is
returned. In the loading process, we mentioned that every cell remembers
the Presi ent cell which loaded it. A cell may obtain the handle to other
local cells by invoking the lookup service of its Presi ent cell. Hence, a
Presi ent cell’s loo up can be used as a starting point for further inter-cell
interactions. The invocation statement in Java would be:

Cell otherCell resident.look ("Cell a e");

When it receives the lookup request, the Presi ent cell searches the
local history records of all cells it knows about and returns a handle to
the requested cell if it exists. If the handle returned is valid, then future
interaction with that cell can be carried on through the cell handle.

lugging Connection

A plugging connection happens on two matched Connectors of two dis-
tinct cells. Linking on Connectors is an operation explicitly involved at
run-time. It can be either an intra- or inter-CVM operation, and it can also
be a local or remote operation. In this section, we start with the simplest
kind of linking operation, local linking. Remote linking is discussed in sec-
tion 5.
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Suppose two Chatter cells are in the same CVM and one Chatter
obtains the reference to the other Chatter by invoking lookup on their
mutual Presi ent cell. Then, one Chatter cell invokes a link statement :

this.link(otherCell, "Chat");

this sends a request to link on the Chat Connectors of the two Chatter
cells. The link at a Connector requires the types of all the Plugin/Plugout
pairs to correspond. The connecting process checks the type of plugging
pairs to be linked. Finally, references to Plugin classes and operations on
either side of the connection are resolved to refer to the connected Plugout
components on the other cell. Once the connection has been built, the two
Chatter cells can communicate via the connected Connectors directly.

The cell link protocol is asymmetric. One cell works as the lin er and
the other being linked plays the role of the lin ee. The lin er initiates the
linking process and the lin ee responds.

A Connector with only Plugouts can be connected with multiple cells.
The Connector would be cloned for every such connection so that the mul-
tiple connections on the Connector do not share any states. They work as
if they were the only connection on that specific Connector.

A Connector connection between two cells stays live until it is explic-
itly shut down by one of the involved cells with an unlink statement, for
instance,

this. nlink(otherChatter "Chat");

More details about link and unlink operations are further elaborated in
section 5.5.4, where the distributed scenario is included.

Cells in a 1istri uted ettin

The cell model in a distributed environment is in many ways more com-
plicated than on a local machine. For instance, one of the most obvious
challenges is that object references are valid anywhere inside one JVM, but
in distributed setting with multiple JVMs, references in one JVM make no
sense in another JVM.
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In this section, we first introduce Java RMI, a Java networking API we
used as our basic distributed platform.Then we discuss the new components
designed for networking, and finally describe cell interactions in distributed
environment.

5.1 ava Remote ethod nvocation

We utilized the existing Java Remote Method Invocation(RMI) platform
in order to get a prototype quickly. The shortcoming of using the existing
platform is mainly that we may have to adjust our model design in order
to meet the specifications of the platform. But, on the other hand, we can
concentrate on our goal, instead of the basic underlying details.

Java, RMI allows an object running in one JVM to invoke methods on
an object running in another JVM. It uses the stub mechanism to transmit
the client’s request to the server object and provide a response. Java RMI
treats a remote object differently from a non-remote one when the object is
passed from one JVM to another by means of arguments or return values.
Rather than making a copy of the implementation object in the receiving
JVM, RMI passes a remote stub for a remote object.

Moreover, RMI uses a code base mechanism to dynamically load classes
for objects passed around the network. This mechanism is meant to keep
the behavior of an object coming from another JVM. But in the cell model,
we do not always want the classes of cell components to be passed around
implicitly, which may create back door channels. To tailor RMI to achieve
our own specific goals, we design interfaces for the components whose class
files are not allowed to be downloaded automatically by RMI. We talk about
this more in later sections.

5.2 Complete Cell rchitecture

In the previous sections, we only discussed the cell structure without
these distributed parts. Fig. 5 is the UML diagram of the complete cell ar-
chitecture. To be concise, some objects in Fig. 5 do not show their method
declarations. Components missing from the previous Fig. 3 are mainly the
ones designed for distributed cell interaction. We discuss them in detail in
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Figure 5: Complete Cell Architecture in Memory

this section.

C and Cell e erence

When a cell is loaded into a CVM, it is assigned a CID (Cell entifier)
by its loading Presi ent cell. The CID identifies a CVM and a cell within
the CVM. As a result, a CID identifies a cell uniquely and globally across all
CVMs and networks. The CID is especially useful when we need to identify
a cell in the distributed world. Once it gets its unique CID, a cell keeps it
forever. Using a hash function would be unique for creating unique CIDs for
cells. But currently, we do not construct CIDs in a strict way. Instead, a
Presi ent cell, the representative of a CVM, uses the string name of a cell as
its CID. The string name of a cell is given by users who have to make sure
the uniqueness of a cell name. The reason for doing this is for simplicity.
Using meaningful names as CIDs helps us to manually deploy cells we cre-
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ated. But in the real world, this is not enough because there is no guarantee
that a name is unique. We will complete this feature in the later implemen-
tation version. Moreover, having two cells both with the name Chatter is
not right, but we stick to this practice in this report in order to make the
example straightforward.

A Cell e erence is an object working as a handle to a cell. After we
added Cell e erence to the design model, cells hold Cell e erences to other
cells they wish to interact with, instead of hard Java references. Basically, A
Cell e erences stores information which can be used to restore the context
of it in any place over the network. Every Cell e erence has two important
attributes: first, it contains the location information about where the cell
it represents is residing and its unique CID; secondly, a Cell e erence may
contain cached information for fast direct access to a cell. The cached infor-
mation is stored in a variable e . This direct access is either a local hard
reference to the actual cell or a remote cell which is the remote counterpart
of the cell. More discussions about the cell remote peers can be found in
section 5.2.2.

Only Cell e erences with valid e values can be used as handles to cells.
Otherwise, they need to be resolved before using. When a Cell e erence with
a valid cached hard reference to a cell is copied across JVM boundaries, the

e value is nullified. So, these new copies of the Cell e erence also need to
be resolved in new destination JVMs. Moreover, the migration of a cell may
result in all Cell e erences once pointing to it out-of-date. This problem
is solved by Presi ent cells keeping track of all cells once loaded by them.
So, even if a Cell e erence’s e becomes bad, it still points to a valid place
where the local Presi ent cell knows how to further trace that cell. Section
4.4.2 discusses the Cell e erence resolving problem in detail.

emote and nicast emote b ect

e oteis a Java RMI interface used to identify interfaces whose methods
can be invoked from a non-local JVM. Objects that have methods that can be
called across JVM are remote objects and their classes need to implement the

e ote interface directly or indirectly. Java RMI also provides some conve-
nient classes that remote object implementations can extend, which facilitate
remote object creation such as the java r i server nicast e oteObject.
Currently, all of our remote objects extends the mnicast e oteObject class.
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We plan to include other networking protocols such as multicast in the im-
plementation later.

Cell c and speci cCell c

They are the interfaces for the Cell and the specificCell, respectively. All
specificCell cs are sub-types of the Cell ¢, which reflects the relationship
between the Cell and the specificCell in the UML diagram of Fig. 3. The
Cell ¢ contains the general public view of all cells. Every distinct specific
cell has its own specific interface (specificCell ¢), in which its own distinct
public services are declared.

The Cell c is part of the cell core package. It is mainly for unifying
the type of the Cell and the e oteCell (The discussion about the e ote-
Cell can be found in section 5.1.6). The specificCell ¢ is an interface which
should be available for other cells who want to interact with the specific cell.
With the interface to a specific cell, the class file for it can always be hidden.

The following is the partial code of the Cell ¢. The code reveals some
public generic services a cell has, such as get ame and lookup.

ile CellI c. ava
ackage cell;
i ort ava. til. ;

lic inter ace Celll c

lic tring get a e(); //ret rn the string na e o the cell

lic tring get ocation(); //ret rn where this cell is r nning
lic tring get ost();//ret rn the CI o resident who loaded it
lic Cell e erence look ( tringna e); // er a o t other cells

Cell acade and speci cCell acade

These two interfaces are paired with the corresponding Cell ¢ and the
specificCell c¢. The relationship between the two is inheritance as shown
in the diagram. The two types of facade objects are designed for remote
invocations. Using the Cell aca e and the Cell c¢ as an example, they have
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almost identical method declarations except that the Cell aca e has to im-
plement the e ote interface and declare throwing e ote ceptions due
to the requirement of Java RMI specifications.

Because the Cell aca e and the specificCell aca e are declared as in-
terfaces extending e ote, their implementation classes are remote objects
and their implemented methods can be invoked remotely. The implementa-
tion for the Cell aca e is part of the cell core package, while the individual
specificCell aca e needs to be created along with other specific files for a
specific cell. The significance of these facade interfaces will become clear
with further discussion.

The following code for Cell aca e dose not look much different from
Cell c except for the remote declarations.

ile Cell acade. ava
ackage cell;
i ort ava.r i. ;

lic inter ace Cell acade e tends e ote
lic tring get a e() throws e ote ce tion;
lic tring get ocation() throws e ote ce tion;
lic tring get ost() throws e ote ce tion;
lic Cell e erence look ( tring na e) throws e ote ce tion;

Cell acade mpl and speci cCell acade mpl

The Cell aca e pl and the specificCell aca e pl are implementation
classes of the Cell aca e and the specificCell c. Each of these facade imple-
mentations holds a reference to a cell instance and its role is to forward calls
to the cell it refers to. The Cell aca e pl belongs to the cell core package
and the specificCell aca e pl implementations should be coded individu-
ally for specific cells.

Every specificCell aca e plinherits from the Cell aca e pl, mirroring
the relationship between the Cell aca e and the specificCell aca e. They
are components for handling remote calls, like gateways for receiving requests
from the network. More importantly, they hold references to corresponding
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cell instances who are the actual responders of the remote invocations.

All of these facade implementation objects are instantiated when its as-
sociative cell is being loaded. Taking a brief look at the code of the Cell a-
ca e pl will help us understand the facades.

ile Cell acadel 1. ava
ackage cell;
i ort ava.r i. ;
i ort ava.r i.server. ;

lic class Cell acadel 1 e tends nicast e ote ect
i le ents Cell acade

transient rotected Cell itsCell;
lic Cell acadel 1(Cell c¢) throws e ote ce tion
s er(); //call constr ctor o nicast e ote ect

itsCell c; //which cell this acadel 1 is created

lic tring get a e() throws e ote ce tion
ret rn itsCell.get a e();

lic tring get ocation() throws e ote ce tion
ret rn itsCell.get ocation();

lic tring get ost() throws e ote ce tion
ret rn itsCell.get ost();

or

lic Cell e erence look ( tring na e) throws e ote ce tion

//tag this look re est as a re ote invocation
oolean re ote tr e;
ret rn itsCell.look (na e, re ote);

In the prototype implementation, the class for theCell aca e plextends
java r 1 server nicast e oteObject in order to let the mnicast e oteQOb-
ject take care of all TCP connection issues.
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emoteCell and speci ¢ emoteCell

The classes for these two objects are the super and the sub classes. The

e oteCell and the specific e oteCell objects are proxies, wrapping the

Cell aca e pl and the specificCell aca e pl objects respectively and for-

warding calls to these facade implementation objects properly. The imple-

mentation for the e oteCell is provided by the cell core package while the

specific e oteCell should be created by users. The delegation role of these
two classes is shown in the below Java code for the e oteCell:

ile e oteCell
ackage cell;
i ort ava.r i. ;
ort ava.io. eriali a le;
ort ava.lang.re lect. ;
ort tool. ;

He B He H

lic class e oteCell i 1le ents Celll c, eriali a le
lic Cell acade re ote t ;

lic e oteCell() //e t comnstr ctor

lic tring get a e()
tr
// orward the call to an o et with t e Cell acade,
// which s all is a s eci icCell acadel 1 o ect.
// he acade i 1le entation o ect rther orwards
// this call to the act al cell.
ret rn re ote t .get a e();
catch( e ote ce tion e)
//handle e ote ce tion here
ret rn n 11;

There are two main reasons for the existences of the e oteCell and the
specific e oteCell. First, to use Java RMI, e ote ceptions have to be
thrown everywhere. One main task of the e oteCell and its sub-type speci-
fic e oteCell is to catch the e ofe ceptions and handle them properly
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or further throw our own cell exceptions instead. Secondly, the e oteCell
and the Cell share the same Cell ¢ interface so that they can be treated as
the same type. The e field of a Cell e erence object stores a reference to
a Cell c type object, which can be either a e oteCell or a Cell instance.
In this way, we unify the view of local and remote cases at the Cell e erence
level.

Connector ¢ or Connectors

The Connector c is the interface for Connectors. It implements RMI

e ote interface and declares the methods which can be invoked on a Con-

nector remotely. The local version of the Connector implementation has
been changed to realize the new design.

When a connection is built on Connectors of two physically distributed
cells, each cell pairs the reference to its own Connector with the reference
to the other Connector owned by the other cell. The reference to the other
Connector is a remote reference (a Connector stub). More details can be
found in section 5.5.4. The similar architecture is also applied to Plugout.

5.3 ajor odifications to ocal mplementation Version

iles or uilding a peci ¢ Cell

In addition to the files discussed in previous section 4, several other files
are created for a specific cell. For instance, to build the Chatter cell, we
also need ChatterlIfc.java (specificCellIfc), ChatterRemote.java (specificRe-
moteCell), ChatterCellFacade.java (specificCellFacade) and ChatterCellFa-
cadelmpl.java (specificCellFacadelmpl) files. There is nothing magic to build
these files. They are either interface or proxy classes, and have almost iden-
tical content except some small variations. The introduction about them in
previous section gives enough information about how to create them.

The compiled class files are also needed for interacting with the Chatter
cell. In the proposal, a cell must have the signature of the other cell which
it wants to interact with. This assumption enables us to type-check the in-
teraction among cells statically. With the signature of other cell in advance,
a cell can create all interface and proxy files of the other cell locally. In the
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current implementation, we make all these files available for every JVM by
putting them in a well-known directory.

Cell and its emote Counterpart

Every cell has its remote counterpart. The generic Cell has the generic
e oteCell as its remote peer, while every specificCell has a specific speci-
fic e oteCell implementation. Cells and their counterparts are created to-
gether during the cell loading. Moreover, since the e oteCell and the
specificCell are proxy objects for the Cell aca e pl and the specificCell-
aca e pl, they two are also instantiated at the same time. For example,
when the Chatter cell is being loaded into run-time, its remote counterpart
and the facade implementation object, the C atter e ote and C atterCell-
aca e plobjects, are also created at the same time.

A Cell e erence’s e variable stores a reference either to a Cell or a  e-
oteCell instance. If a valid Cell e erence object is local to the cell it refers
to, the e points to a Cell object, otherwise it refers to a e oteCell. The
latter kind of Cell e erence is capable of being passed over network because
the e oteCell objects have references to facade implementation instances
which in turn can maintain references to corresponding cell objects across
the network. Cells are able to distinguish remote calls from local ones be-
cause remote invocations would always come from their corresponding facade
implementation objects.

5.4 aming able and President Cells

Every cell has a naming table, implemented as a Java Hashtable. A cell
keeps records of other cells it knows about in this table. Every entry of the
naming table consists of the name of a cell and a Cell e erence to the cell.
The lookup service every cell has is indeed the search operation performed
on the naming table.

The most important naming tables are the ones owned by Presi ent cells,
and their structure is a little different from other cells’. For Presi ent cells,
the naming table element is composed of a cell name and a pair of Cell e -
erences of that cell. One of the two Cell e erences has e referring to the
Cell instance, and the other to its corresponding e oteCell object. The
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lookup service of Presi ent cell is especially network-sensitive. To respond
to a remote query, the Presi ent cell returns a Cell e erence object whose

e valueisa e oteCell. Otherwise, it returns one with e pointing to
a Cell instance.

5.5 Some Other mportant ata Structures

Connector able A cell’s Cell oa er instantiates all components of a
cell and assembles them together when loading the cell. Connectors are one
type of these components. All Connectors created by the Cell oa er are put
in a table, called Connector prototype table. When the very first connection
needs to be established on a Connector, the Connector in the prototype table
is first located. Then the found Connector is cloned so as to get a brand new
copy of it. The new copy will be used to establish the connection. All cloned
copies are flagged as ”in use” or ”free”. Later on, when other connection
requests come in on the Connector, the first step would be checking if there
exists any free copy of the Connector. A new copy is created only when
needed.

Connection able A cell’s live connections are kept in this table. Its
elements are pairs of (ConnectorName, Linkage), in which the ” Connector-
Name” is the name of a Connector, while the ”Linkage” is another Hashtable.
The ”Linkage” table is composed of entries of the form (otherCellName, Con-
nectorPair). The ”otherCellName” is the name of the other cell with which
this cell is connecting, and the ”ConnectorPair” pairs up the references to
the two Connectors belonging to the two cells respectively.

5.6 istributed Cells in ction

ootstrap roblem

The first problem when networking is involved is how to obtain the very
first Cell e erence to a remote cell we want to interact with. Once hav-
ing the first valid Cell e erence to a remote cell, we can always invoke the
lookup service of that cell to find other remote cells. The problem on how
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to get the first remote Cell e erence is our so-called bootstrap problem.

Java RMI has a utility for applications to publicize their remote objects,
called rmiregistry. We use a mechanism based on the rmiregistry. The boot-
strap program which loads a Presi ent cell on a machine creates a well-known
object, named Presi ent Object, which holds a Cell e erence to the Pres-
1 ent cell just loaded and registers this object on the local rmiregistry. So,
once it knows a machine location, a cell can find the Presi ent Object via,
that machine’s rmiregistry, and then query the Cell e erence of the Presi-

ent cell on that machine. With the handle to the Presi ent cell, we can
recursively invoke the lookup service on current known cells. Theoretically,
Cell e erences to any cell can be thus discovered.

As a reminder, every cell remembers the Presi ent cell who loads it and
vice-versa. So, it is not a problem for a cell to find another cell on the same
machine because they are loaded by the same Presi ent cell.

esolving Cell e erences

A Cell e erence contains the location of the CVM where a cell resides
and the CID of the cell. It also may cache the hard reference to the cell it
represents in its variable e . But the cached information is very likely to
become invalid. For example, if a cell is unloaded, all Cell e erences once
with valid e values would become out-of-date. Or, if a Cell e erence is
passed over network, its e would be set null. So, we need some mecha-
nism to resolve this problem.

A Cell e erence with null e value needs to be filled with a valid ref-
erence to a cell or its remote counterpart. Such Cell e erences should be
passed to the local Presi ent cell for resolving. If the location information
of this Cell e erence indicates that the cell is local to the current Presi ent
cell, the Presi ent cell can fill the Cell e erence with a valid reference to a
local Cell instance. On the other hand, if the cell which the Cell e erence
refers to is on some other machine, the local Presi ent cell would use the
rmiregistry to contact the Presi ent cell on the other machine. The other
Presi ent either finds the cell wanted locally or further traces it according to
its history records. Finally, a valid Cell e erence with updated information
would be returned, or an exception would be thrown, for instance, because
the cell in question does not exist at all.
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If a Cell e erence is found out-of-date, it can also be passed to the local
Presi ent for resolving. Otherwise, an exception is thrown once it is being
used.

emote ervice nvocations

Remote service invocations are almost the same as the local ones. A sub-
tle difference is that we need to obtain the handle to a specific cell remotely
first. With the bootstrap problem solved in the previous section, this be-
comes relatively easy. Moreover, the invocations are now done through the
Cell e erence objects, instead of using the hard references to Cell objects
directly.

As mentioned before, the most fundamental way to obtain a Cell e -
erence to a cell is via a Presi ent cell. The following code illustrates the
process:

resident I ectl ¢ resident ra er;
Cell e erence re ote resident;
resident ra er ( resident I ectI c) ava.r i. a ing.look (
w//n achine a e " resident");
re ote resident resident ra er.get residentCell e erence();
The Presi ent Object c is the remote interface for the Presi en-
t Object. Using remote interface is the standard practice to manipulate

remote objects in RMI. After getting a Cell e erence to the remote Presi-
ent cell, we can query the Presi ent cell about other cells, for instance the
Chatter cell:

Cell e erence cr re ote resident.look ("Chatter");

If er is a valid Cell e erence to the Chatter, we can use it to invoke the
C atter’s services. There is some difference between invoking a common cell
services, like the get ame or the lookup, and the non-generic ones. We
are going to discuss the difference as follows.
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eneric Cell ervice nvocation Generic cell services are those de-
clared in the Cell ¢ and implemented by the Cell. They are well-known
services which are packed in the cell core package. For instance, the code to
invoke the get ame service on the Cell e erence cr we just got goes as:

tring its a e (cr.get e ()).get a e();

in which the get e method of Cell e erence returns its e value which
has type Cell c.

peci ¢ ervice nvocation The Cell e erence’s e isdeclared as Cel-
[ c type, but in the real world, this e always refers to a specific cell with
specificCell ¢ type. In Java, if a subtype object is stored in a supertype vari-
able, an explicit cast is needed to obtain access to the extra methods/fields
declared by the subtype object. In order to invoke a cell’s specific service, we
need a cast mechanism to convert a e from the generic Cell type to proper
specific subtypes. For example, suppose the Chatter cell has a set reet
ing service which sets a string as the greeting message when handshaking
with other cells. The code for this interaction would be:

((ChatterI c)cr.get e ()).set reeting( ello );

in which the C atier cis the implementation of specificCell c¢ for the Chat
ter cell. As we mentioned in section 4.2.3, the needed interfaces are always
publicly available in advance. On the other hand, our future compiler needs
to distinguish the different kinds of service invocations and compile them
to proper Java code. Moreover, we are working on finding a better way to
solve this problem because protecting the e rather than referring it in
code directly would be more preferable in practice.

lugging Connection

In this section, we again describe the plugging connection of the two
Chatter, but with networking involved. We assume the two cells are resid-
ing on two physically distributed machines.

inking Since the linking process is not symmetric, one cell would act
as the linker, and the other cell, the linkee. First, the linker cell finds a
Cell e erence to the cell it wants to connect with, remotely, then makes a
connection request with the link statement:
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Cell e erence otherChatter ... //o tain a valid Cell e erence
this.link(otherChatter, "Chat");

The statement is the same as the one in local setting. In later discussion, we
emphasize the details not yet been covered and the difference between the
local and the distributed scenarios.

Along with the link request, a copy of the linker’s Connector object, the
Chat connector, is sent to the linkee. When the linkee receives the request,
it first checks the type of Connector. If the check fails, the request would be
ignored and the linker gets a null returned as a rejection. If the checking
succeeds, the linkee clones its corresponding Connector and sends it back to
the linker. At the same time, the linkee stores this connection in its data
structure by pairing up the two Connector objects (one of its own and one
from the linker). Moreover, it resolves the references among the two Con-
nectors. When the linker gets the returned Connector from the linkee, it
performs the same process done by the linkee. If everything goes fine, the
linker finalizes the linking process by informing the linkee with a boolean
true, and a connection is established. If anything not as expected happens,
the connection would be aborted.

nlinking The unlinking process is also asymmetric. One cell, the ini-
tiator, sends the request to disconnect a connection with another cell. The
other side responds this request by the following steps:

First, it locates the connection in its connection table. If not found, it
ignores this request and informs the initiator.

Second, if it finds the connection, it informs the initializing cell. And
at the same time, it disconnects any reference linkage coming with the
connection and all other related data structures.

The initializing cell follows the same process as above when it gets a true
value returned from the other side.

However, there is another problem . If the other cell is malicious, it would
return a true value to the initializing cell but still keep the connection. It
is not a big problem if the initializing cell does not export any components
on the Connector linked with the other cell. But if it does, this would mean
that the other cell remain access to components the initializing cell provides,

38



even when the initializing cell thinks the connection with the other cell has
already been disconnected.

We solve this problem via the relationship between the remote object
and its stub. When linking happens, a cell would clone its Connector and
pass it to the other cell. The cloned Connector is a remote object and the
object being passed to the other side is the stub of the cloned copy of the
original Connector. After a successful connection, a cell only holds a stub
of other cell’s Connector object. Even one cell keeps all its data structure
of the connection illegally, the connection would become dead because the
other cell can destroy the actual Connector object locally.

Brie Conclusion and uture or

In the project, we implemented a prototype of the proposed cell model
in both the local and the distributed environments. The prototype system
has reached our expectations and yielded satisfactory results. One the other
hand, the preliminary project helps us understand the problems we are fac-
ing. Effort is made constantly to further implement and improve the whole
system. Future work would include many aspects, including;:

dopting ava solate Java isolates provide isolated com-
putation environments for Java applications. Object sharing is not allowed
across isolate boundaries. We are going to transplant cells into this new
platform, by having every cell running inside an isolate. Several problems
we have now can be solved by this transplant.

Object Ownership Problem

In the proposal, objects contained in a cell are given by an ownership
relation between cells and objects: every object is owned by a unique cell.
With every cell implemented inside an isolate, the ownership assignment
is not ambiguous any more since any object uniquely belongs to a specific
isolate.

Cell Serialization Problem

The cell serialization is the process which swaps a cell from a run-time
entity to a static stream. When a cell gets serialized, all of its components
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need to be serialized together, including both static code and stateful objects.
Using isolates, we transfer this problem to isolate serialization, and the clear
boundaries of isolates make the serialization work relatively easier.

Cell Unloading and Migration Problems

With the previous two problems solved, cell unloading and moving can
be implemented. Unloading cells is very close to serialization, except that
the unloading always swaps a cell back to its source files on disk. As for the
cell migration, a cell can be passed around freely in the form of a serialized
cell stream and then reloaded in the destination CVM.

eloading Cell Our current cell loading process constructs a fresh cell
at run-time. With the ability to serialize a cell, we need to complete the
loading function by adding the capability to re-construct a cell from its
serialized copy. This is more complicated than building a fresh cell because
the states of the cell have to be restored literally, for example, the cell’s
inter-object references. We plan to implement the reloading as a process
with multiple rounds: for instance, construct the stateless parts of the cell
in the first round; then resolve internal object references; and finally, re-
establish previous external connections if desired.

mplementing odulated e erences The modulated reference model
which enables referring objects owned by a cell crossing CVM and machine
boundaries is also an important part of our future implementation. As in
our design, a modulated reference has the form of (CID, OID) in which the
CID is the identifier of the modulating cell and the OID is a unique object
identifier within the modulating cell. Modulated references work as prox-
ies forwarding calls to the modulating cell who can then decide whether it
wants to further forward the calls to the original objects. Modulated refer-
ences give modulating cells the absolute control on invocations of the objects
they own.

ntegrating the ecurity Component One of our other research projects
is focusing on developing a component security infrastructure based on cells.
We plan to integrate the security design effort to the implementation. The
persistent link model of cells can in turn eases the computational load in-
troduced by the security component by bringing security checks down to
per-connection basis.
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riting a JCells Compiler The language syntax of the JCells is almost
formally finalized, and we plan to write the compiler for it. From then on,
we will be able to program cells in JCells, and our own compiler can compile
the cell source files in JCells directly to target files,instead of using Java
programming and its compilers.

eveloping a irtuali ed emo An application with a GUI will be
developed as a demo program. It will be able to demonstrate how cells
work interactively, with a graphic visualization. This program will help us
to convey the abstract cell model in a direct and vivid way.

xploiting ractical pplications Currently in the prototype imple-
mentation, we only have some toy cell examples. We will develop some
specific and practical applications using the cell model. By doing this, we
can explore the power of cells and attract other users to use the cell model
as their platform.

There are still a lot of work we need to do and we can not list all of them

here. But we envision the practicability of the cell model in full implemen-
tation.
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