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Abstract.  This paper developsa o w sensitive type system for higher
order programming languages.Flow-e ect typesare a novel form of type
that combine the notion of temporal ordering inherent in type e ect sys-
tems, with subtype constraint systems which focus on unordered data-
ow. The resulting system achieves a high level of precision by cutting
very closeto the operational behavior of programs. The nasve type clo-
sure algorithm completely simulates expression computation, and so is
undecidable. The main result of the paper is developmert of a sound and
decidable closure algorithm for o w-e ect types.

1 Intro duction

Type theory has advanced in many directions from simple type systems, to
include polymorphic types, linear types, singleton types, subtypes, dependert
types, e ect types, metatypes, constraint types, etc. In this spaceof advances,
someof them can be viewed as more directly re ecting the operational seman-
tics in type information than others. Subtyping re ects the directionality of data
propagation in the operational semarics of expressiong[19], and subtype con-
straint systems[1] even more directly follow the operational semarics: every
data movemern in the operational semariics introducesa corresponding sub-
typing constraint. Type e ect systems[28] incorporate information about side-
e ecting operations into types. Singleton typesdenote the single run-time value
of computation, rather than an abstraction of that value. Thesedirect properties
contrast with the more logical properties of dependert and linear types.

In this paper we de ne ow-e e ct types,afurther re nement in this direction
of lifting direct operational behavior into the type system.As the nameindicates,
o w-e ect typescan be viewed as a combination of subtyping (data ow) and
type e ect systems.

Subtype constraint systems[1] de ne a clear level of program abstraction:
\what valuesmay ow from hereto there, ignoring the order in which the ows
may occur?" As can be seenin this statemert, the type analysisis precise up
to ordering, and soit may be classi ed asa ow-insensitive program analysis.
Trace-basede ect systems[2,24] are type e ect systemsthat produce ordered
sequencedf e ects, as opposedto an unordered set of e ects of standard type



e ect systems[28]. The incorporation of the ordering information brings some
0 w-sensitivity to the types;but, the e ects themselvesare primitiv e atoms.

Flow-e ect type systemssynthesize conceptsfrom subtype constraints and
trace-basedtype e ects, by de ning the e ects in e ect typesbe ordered se-
quencesof subtype constraints. With clear modeling of both data- and cortrol-
o w information in the types, o w-e ect typesare signi cantly more ne-grained.
In fact, ow-e ect typesrepresert so much of the program's information that
they appear quite dierent from typesin the traditional sense,bearing more
super cial resenblanceto A-normalized [13] linear [29] let-expressions.Iit could
even be argued whether they are \t ypes" at all, but given their origins type
theory and shared methodology we call them so.

Trace-basedypee ects impart ow-sensitivity to the o w-e ect typesystem.
Flow-sensitivity implies that the order of operations is taken into accourt when
tracking data- ow, so a mutable variable type assignmen in a o w-sensitive
analysis will re ect its most recertly assignedvalue only, and not all possible
assignmeits. So for example the following is typable:

let x = ref 5in x := true; x  false

For functional evaluation, o w-e ect types achieve higher-order parametric
polymorphism, so programs like

(id:id (5) + 1;id (true) » false) (x: x)

are typable. This example is not ML-t ypable becauseit supports parametric
let-polymorphism only.

Flow-e ect typescan be thought of asidealized expressions,and their type
closureasidealized expressioncomputation, similar to an abstract interpretation
[8]. In fact, the nasve closurealgorithm socloselymimics expressioncomputation
that it is not always terminating { nearly all underlying computational structure
is embodied in types, and hence diverging programs will have diverging type
closures.Non-diverging programs, however, poseno problemsand the closurecan
essetially run the program. So, the problem of nding a decidable closurecan
be reducedto preverting diverging programs from leading to a nonterminating
closure. Sinceprograms are nite, diverging programs must executesomepieces
of code in nitely often. In a functional programming language,the only way to
execute code in nitely often is via unbounded recursion, hence any divergert
computation must be a recursive computation with unbounded stack size. The
crux of the type closurealgorithm liesin how recursive calls are limited in depth
by using a novel prune-rerun technique, which limits stack sizeduring closure.

1.1 Contributions and Overview
In this paper we make the following contributions:

1. We formally dewvelop the notion of o w-e ect types.



2. We presert a sound and decidable closure algorithm, called -closure, for
o w-e ect types.

3. We presert various extensionsto ow-e ect types, shaving how they can
scaleup to greater expressivenessand more realistic languages.

For easeof presenration, and to focus on the core ideas, we initially leave
out parametric polymorphism, singleton types,and state. In Section 2 we study
ow, & simple purely functional language.We preset o w-e ect typesfor
alongwith a naeve closurealgorithm. Section3 developsthe soundand decidable
-closure algorithm. Section 4 preseris various extensionsto  -closure, includ-
ing higher-order parametric polymorphism, singleton types, and mutable state.
With theseextensionswe cantype complexrecursive programsthat require poly-
morphic recursionin traditional type systems,and preciselyinfer recursive data
structures. We believe the combination of singletons, o w-sensitivity, and para-
metric polymorphism givesenoughinformation in the typesto make automatic
veri cation of someprogram properties feasible.We presert theseextensionsin-
formally via examples;formal details including proofscan be found in a technical
report [23]. Section 5.1 relates our results to previous work.
We have implemented the full  -closure algorithm in OCaml. The source
code is downloadable at http://www.cs.jhu  .e du/~pari /f lo weffe ctt ypes/ .

1.2 Project Goals

This paper represernts the initial step in a larger project. In order to put the
paper in context we briey merntion our long-term goals.

Flow-e ect typesare ultimately targeted at full languagessuch as ML and
Java, and the extensionsdiscussedhere are one step towards richer languages.

Also, we do not view o w-e ect typessomuch asa type-cheder or program
analyzer, but rather asan automated program veri er [11,30,4]. This is re ected
in the Assert(x = y) ow-e ect type, which when combined with singletontypes
allows program equivalencesto be veri ed by the type system.

2 The L, Language

Our programming language model, called ., is a pure functional language
with arithmetic, booleansand conditional branching. | x: e is a lambda term
with f asthe recursivevariable. Throughout the paper we will drop the subscript
f whenit is not used.Recursioncan alsobe encaled via e.g. the Y -combinator.

Figure 1 givesthe expressionsyntax and Figure 2 givesa regular substitution

based, small step operational semartics for ., where e[e°=x] denotesthe
capture avoiding substitution of all free occurrencesof x in e with €°.

2.1 Flow-Eect Typesfor 4w

Figure 3 givesthe grammar for o w-e ect typesand Figure 4 the correspond-
ing translation rules. As alluded to in the introduction, ow-e ect type rep-
resertations are quite dierent from standard type represenations { they are



X;y;z f variable
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vVi= Xjijbj ;xe value
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i ((xe)R jif Rthen e; else e
Fig. 1. ,w Language Syntax Grammar
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Fig. 2. ,w Operational Semartics Rules

essetially idealized A-normal expressionforms with explicit ordering of atomic
computation steps.In the introduction we mertioned that thesetypesrepresen
a synthesis of subtype constraints and trace-basedtype e ects; hereis how. The

lambda type | x: is a function type wherethe body is the e ect part, and
the \ Let x In " within the body denotesdata ow, where x is the
equivalent to subtyping constraint <: x. Note how the \constraints" x are

ordered and scoped by the nestedLet's.

Sincewe have abstracted integersand booleanswe have lost the conditional
branching information i.e. branching is now non-deterministic, represeried by
o w-e ect computation-type ( 1j 2), readas\ ; or ,", where ; represerts the
then-clauseand , the else-clausq the iIr rule generatesthem. The Assert( ; =
2) computation-typesare usedto assertequality on type values,for exampleto
assertthat only int's can be added, asin pLus . Asserts are sequencedahead of
other computation-typesso that they can be thrown away once ascertainedto
hold. The x 6 y premisein pLus, EQuAL and app rules enforceslinearity [29]in
the sensethat the type value assignedto a variable by Let-binding is usedonce
and exactly once { an important property which ensuressoundtype translation.
Sofor exampletrue + 5 cannot be assigned o w-e ect type:

Letx  bool In

Letx int In

Letz Assert(x = int); Assert(x = int); int In
z



X jint j bool j |x type value

= j Let x In type
= i j(Cj)jAssert( = ); computation-t ype
R == jLetx Rn reduction context
Fig. 3. ow Flow-E ect Type Grammar
ABS
NUM BOOL VAR e
i int b bool X X - -
(xe (X
PLUS EQUAL
e e’ ° x6y e el  x6y
Let x In Let x In
e+ e Lety %n e=¢e" Lety %In
Letz  Assert(x = int); Letz  Assert(x = int);
Assert(y = int);int In Assert(y = int); bool In
z z
IF APP
e e 1 €& 2 e e’ ° x6y
Let x In Let x In
if ethen e else ez Lety Assert(x = bool); ee® Lety %In
(1j 2)In Let z Xyln
y z

Fig. 4. o w Type Translation Rules

which is obviously not sound. A recursive function sum which computesthe sum
up to n numbersi.e.

wnNiif n=0then Oelsesum(n 1)+ n (sum)

has the following (slightly simplied) o w-e ect type, which we will referto as
sum henceforth:

wmN:Letb  Assert(n = int); kgol In 11
Letr® sum(int) In
Letr Assert(b= bool); @nt @Letz Assert(r®= int);int INAA In
z
r

We have collapsedsometrivial Let-bindings and omitted duplicate Assert(n =
int)'s and trivial Assert(int = int)'s.

Figure 5 givesthe nasve closure semarics for ow-e ect types. [ =x] de-
notes capture avoiding substitution of all free occurrencesof x in  with . It
essetially simulates expressioncomputation, and is thus potentially nontermi-
nating. Also, the if -then and if -else rules render it nondeterministic. Observe



assert let if -then if -else
Assert( = ); ! Let x In ! [ =x] (12" 1 (1j2) ' 2
context trans -
app ;o re ex !
X: ! x: )=f =] -— 1o o, o
(ix) [Cox)=A10 =X] gy SRR

Fig. 5. o w Flow-E ect TypesNasve Closure Rules

how sum(int ) will have a diverging closurewhenthe if -then rule is never applied.
Also note how the parametric polymorphism examplegiven in the intro duction
will have a successfuklosure,terminating in a type value.

3 Sound/Decidable ow Closure Algorithm ( -Closure)

Our goalin this sectionis to nd a sound and decidable approximation for the
just preserted neeve closure. We start with an informal discussionwhich leads
to the formal developmen.

3.1 Informal Discussion

The nasve closure hastwo problems: 1) nondeterminism  betweenif -then and
if -elserules, a problem easily solved by executing both the branchesin parallel
and \merging" their results; and, 2) undecidabilit y due to diverging recursive
computations: this is the harder problem and its solution is the main result of
the paper.

To begin, we examine the structure of a recursive computation. Figure 6(a)
givesthe control- o w graph (CFG) of the operational behavior of the recursive
function (sum) from the previoussection. The CFG represerts control o w in the
sensethat the \current position" in a graph traversal correspondsto a program
pointer in an ervironment-based interpreter; the exact same piece of code is
executed in possibly di erent environments and di erent recursive calls. The
node labeled sum(n 1) is the recursive call site, while the edgelabeled "+ n'
represerts the contin uation, denoting the addition of n to the return value of the
recursive call on (n  1); the small gap betweenthem in the gure implies there
no direct path from the recursive call site to its cortinuation. The graph hastwo
cycles: 1) a Down Cycle with solid edgesand containing the edgelabeled ‘rec
call'; and, 2) an Up Cycle with brokenedgesand cortaining the edgelabeled ‘rec
return’. Terminating sum computations will traversean equivalent nite number
of up and down cycles,while divergert sum computations traversedown cycles
in nitely .

Figure 6(b) givesthe CFG for sum the ow-eect type corresponding to
sum, further simplied herefor clarity:



0 0 ) 11
Letr® sum(int) In

woniletr  Assert(n = int); @nt @Letz Assert(r®= int);int INAA In
z
r

sum(int) can divergein the sameway as sum( 1) by re-invoking the function
code eadh time at the recursive call site. Note the congruencebetweenthe two
graphs { the latter can faithfully simulate any execution path taken by the
former.

sum(n) 0
n=
(a)

-~

rec call rec return

sum(n \15

sum(n) _
Assert(n = int
Q® sum

_ - /
\ Letz  Asser(r®= intJ; int
sum(int ) « _ P

(b) L

rec call rec return

Fig. 6. Control-Flo w Graphs of sum and sum

Note, however, that in the caseof sum(int) ead of the recursive calls are on
the sameargumert i.e. int, implying that ead of thesedown cyclesare executed
in identical type environments no matter how many times they are traversedin
nasve closure,i.e. the down cycle has an immediate xp oint. In orderto nd a
decidableclosurewe needto nd away to circumvent down cyclesonce xp oints
are achieved, ensuring termination.

Figure 7(a) givesthe CFG of our strategy for circumverting in nite down-
cycles, called the prune-rerun technique. The idea is we ignore, i.e. prune, all
recursive calls by recording the argumerts that o w into the recursive call site,
and later rerun the function code with this set of argumerts o wing into it. We
keeppruning and rerunning until a xp oint (or an error) is reached.
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Figure 7(b) illustrates this technique for the sum(int) example. We replace
the substitution based execution of nasve closure with an ervironment based
approad, as the latter allows direct represenation of recursive structures and
multiple bindings without needingexplicit recursive binders or union operators.
Formally, an ervironment is a multi-mapping betweenvariablesand type values.
They are represenied asboxescorntaining mappingsin the gure. The initial en-
vironment is f sum 7! sum; n 7! int g, where sumis shorthand for the o w-e ect
type corresponding to sum. Assert(n = int) is directly satis ed in this environ-
ment. We then executethe two branchesin parallel and union their resultant
ernvironments. The then-branch simply resultsin fr 7! int g being addedto the
ernvironment. In the else-brand we prune the recursive call sum(int) by adding
the argumert int to the ervironment (in this caseit happensto be identical
to the initial argumert, but polymorphic recursion is allowable), and simulate
the return of the recursive call by letting the return variable of sumi.e. r, ow
into r% At this point r is unde ned (or aswe call it, inchoate) in the ernviron-
ment, but we allow this state of aairs as a partial solution, to be completed
by later analysis. The closure then proceedsthrough the continuation adding
fz 7! int; r 7! zg to the ervironment. We now jump to the beginning of sum
with this new ervironment and rerun it, again pruning the recursive call. This
time, howewer, there is no inchoate state as r is de ned and the continuation
computesfaithfully . The environment at the end of this secondpassis identical
to that at the end of the rst pass,implying a xp oint hasbeenreaded, and so
closure succeeds.

Allowing the construction of partial solutionsin this manner is not unsound,
sincetype errors are still detectedwhen ervironments are\lled in" by multiple
iterations of closure over function bodies. Since the return type information is
never discoveredfor inherently divergert functions such as:

(x: xx3)(x: xx3)

all reruns of the corresponding  -closurewill have inchoate contin uation closures
for the application "z 3', where z is the result of x x' { this is still sound since
the program will never executethe continuation! The xp oint of this exampleis
fx 7! g, where(x: x x 3)

Obsene how the -closureillustrated in Figure 7(b) is a sound approxima-
tion of the diverging nasve closure,in that every node in diverging nasve closure
of sum (int) has a corresponding node in the graph labeled Pass2 represering
the xp oint. Sincethe nasve closure faithfully simulates the expressioncompu-
tation, we can transitiv ely deducethat -closurefaithfully simulates expression
computation. Complete formal proofs can be found in the technical report [23].
The proofsare by simulation asopposedto the standard subject reduction tech-
nique.

3.2 Formal -Closure

Figure 8 givesthe type grammar extended with notation for the extra infor-
mation that must be carried in the closure process.E is the ervironment, a



E = fx7! | xisavariable and is a type valueg environment
f o=, x function
S = [fle:S]j function call stack

= i hi type (extended)
R = 1] MR reduction context (extended)

Fig. 8. -Closure: Stack/Extended Grammar

multi-mapping from variablesto type values{ the samevariable may have mul-
tiple type valuesin E. Sis the function call stack. Each stack frame cortains the
function and the environment (chedkpointed) at its point of invocation. is the
empty stack. The instack relation cheds if a given function is in the call stack
or not, essetially to detect recursion.

De nition 1 (Instac k Relation: 2). f2 Si S= [f9t :: S and either f = °
or f2 S°, for someE.

A giventypevalueis saidto be concretei it is not avariable. E* isthe tran-
sitive closureof E: it is the leastsupersetof E such that if fx 7' y; y 7! g E*
then x 7! 2 E*. Existential concrete entailment extracts a concrete map-
ping for a given variable from the ervironment, while the universal entailment
extracts all corresponding concrete mappings.

De nition 2 (Existen tial Concrete Entailmen t. ). E~ x / [ is
concreteand x 7! 2 E*.

De nition 3 (Univ ersal Concrete Entailmen t. ). E x/ i 8 :E"
X/ =) 91 i k: = i

We say a variable is inchoate when it does not have a concrete mapping in
the ervironment; recall the exampleof inchoater in the rst passof the informal
example preserted earlier.

De nition 4 (Inc hoateness). We sayx is inchcatein Ei 9 :E" x/

The result placeholderextracts the type value at the bottom of a seriesof nested
Let's.

De nition 5 (Result Placeholder: b c). b c= and bLetx In c=
b c

We alsoextend the grammar of , and consequetly that of R, with a scoping
form hi. It is usedto delimit a function body so that the xp oint detection
algorithm can be triggered when the end of a function body is reached.

Figure 9 givesthe -closurerules. The assertrule ensuresthat the environ-
ment doesnot ertail x to be bound to anything other than , though x may
be inchoate. The let rule simply adds the declared binding to the ervironment.



assert
E x/ ,orxisinchoatein E

(S E Asseriix= ), ) ! (S E )

let
(S; E; Let x In ) ! (SE[fx7! g )

push-non-rec
f= ,x f2S
(SEf ) ! (flexSE[ff7fx7 g hi)

prune-rec rerun-not-fix-point
f= ,x f2S bc= f= ,xx EB6E° bc= ,
(SE;f ) ! (SE[fx7' g 1) ((flee =S, E;hri) ! (fle S E;hi)
pop-fix-point inchoateapp
f= x bc= f is inchoate in E
(fle =S E;hvi) ' (SE; +) (S E;Letx f In ) ! (SE; )
if-merge

(S E; 1) ! ™M (SE1; 1) (SE; 2) ! "2(SEz; 2)
(S EiLetx (1 2)In ) ! (SE[ E2[ fx7! 1;x 7' 20 )

app-merge
E f/ f reflex
8l i ki(SEfi ) ! " (SE: i) (SE ) ! °(SE )
(S EjLetx f In ) ! (S ,,; (BI[fx7 ig )
context trans
S, E; P EY
(SE ) ! (S5E% 9 Eso; Eo;)o) | (s(‘"’; £e.’ o

(SER]D ! (SSESRY SE ) 1" (SE"

Fig. 9. -Closure Rules

Note that the ervironment grows monotonically, in that -closure only adds
mappings, and never removes them. The pushnonrec rule is invoked only at
non-recursive call sites, when the function being invoked is not already on the
call stack. The prunerecrule is invoked at recursive call sites{ as discussedit

prunes the recursive call by adding the argument  to the environment, and
simulating return with the result placeholder type value of the function. The
rerun-not-fix-point rule reruns the function body if the xp oint has not yet been
reached. Note that since the ervironment grows monotonically and there are
only a nite number of variables and type valuesin any given o w-e ect type,
there is an upper bound on the size of the environment, implying that a x-

point (or an error) will eventually be reached. The popfix-point function pops
a function o onceits xp oint is reached, while inchoateapp ensuresthat the
closuredoesnot get stuck when the function being applied is inchoate yet. The
if-mergerule closesthe two branchesof a \c hoice" computation-type in parallel
and mergestheir resultant environments. Due to this merging the environment
can have multiple bindings for the samevariable. If multiple functions o w into



the samecall site, app-mergecomputesthe closure for eat of them in parallel
and mergestheir results.

We obsene that explicit recursion syntax existsin o purely for easeof
preseriing examples;since -closure maintains a function call stack to detect
recursion, recursion encaded via e.g.the Y-combinator will alsobe detectedand
achieve the sameclosure results.

Denition 6 ( -Closure). We say\a type has -closure"i (;;; ) ! "
(; E; ), for somen, E and

3.3 Prop erties of -Closure

Lemma 1 (Soundness of -Closure). For any closel e, if e and has
-closure then e either divergesor computesto a value.

Proof. In the technical report.
Lemma 2 (T ermination of -Closure). -Closure is computable.

Proof. The recurseched premise,i.e. f 2 Sin pushnonreg doesnot allow two
instances of the same function on the call stack, bounding the maximum pos-
sible stack depth to the number of unique functions in the program. Also, the
ernvironment is monotonic and no new typesor variables are created during the
closure,implying there is an upper bound on the sizeof the ervironment. Once
the closurereachesthis upper bound, rerun-not-fix-point will never be triggered,
and prunerec already prunes all recursive calls, in e ect eliminating all back
edgesand recursive closure computations respectively, from the transition sys-
tem. There are thus only nitely many statesto the transition systemand no
cycles,implying the closure computation will evertually terminate.

3.4 Complexit y of -Closure

As we have obsened, for non-recursive functions -closureis nearly the sameas
evaluation. Thus, if we considerthe subsetof expressionsthat can be assigned
simple types, the complexity of the analysis for this subsetis essetially equiv-
alent to the complexity of reduction in the simply-typed -calculus, which is
shown to be non-elemenary by Mairson [18]: running times are on the order of
an iterated exponertial whoseheight is in linear proportion to the type depth
of e.

While this is not an appealing state of a airs, it is doubtful whether this
order of complexity would be encourtered in practice. As an analogy, recall that
while ML type inferenceis exponertial [17], it exhibits polynomial behavior in
practice. Indeed, complexity in real programs almost universally arisesfrom re-
cursion or dynamically bounded iteration, not from evaluation of non-recursive
functions. Furthermore, certain restrictions canbe madein -closurethat would
yield better worst-casebehavior. For example, the construction in [18] suggests



that limiting allowable type depth of expressionsto some xed k will yield ele-
mentary complexity in the analysis, on the order of an exponertial of height k.
We conjecture that other realistic restrictions would ensuretractable behavior,
and would not weaken practical application of the analysis.We are implemerting
and testing the algorithm to gather more support for this.

One advantage of the manner in which our algorithm extends subtype con-
straint and e ect systemsis that the analysis can be incrementally weakenedin
the evert there are a small classof real-world programsthat provetoo complex.

4 Extensions to -Closure

We now present someextensionsto the core -closure algorithm. We develop
the extensions primarily via examples here; the corresponding formalizations
and soundnessproofs can be found in the technical report [23]. The current
implementation incorporates all of these extensions.Since o w-e ect typesare
syntactically similar to let-ized . expressionsfor easeof preseration we will
mix the two syntaxesin subsequeh examples.

4.1 Higher-Order Parametric Polymorphism via Context Tagging
The ervironment-based approadc of -closurewill causeit to fail on
( id:id (5) + 1;id (true) ~ false) ( x: x)

which is the example from Section 1. Since environment construction is mono-
tonic, meaning that \stale" mappings are never remaoved, at id (bool) the envi-
ronment will contain fx 7! int g from the previous application of id. Thus when
id (bool) returns, the ervironment will contain the stale mapping fx 7! intg in
addition to fx 7! boolg, resulting in an assertfailure for the logical * operation.
Note however that
(id:id (5) + 1;id (true)) (x: x)

will succeedasthere is only fx 7! int g when the addition is done.

Inspired by [25], we incorporate complete parametric polymorphism by type
context tagging of functions immediately prior to invocation. Soif a single func-
tion f is used multiple times, it is assigneda tag for ead usage,where the
tag is the type of the argumert at that program point i.e. at application point
( ,x: ) all the local variablesof | x: , including f, are tagged with  prior
to invocation. Only the pushnonreg where the tagging is done, is a ected; all
other rules remain the same.The grammar of the environment is extended to
now be a multi-mapping from tagged/untagged variables to type values. Soin
the analysis of the above example, (x ™ :x™M ) would be the tagged function
at the rst application point and x 2°':xb° at the second,resulting in the
environment fx™ 7! int; x®° 7! boolg during closure of the function body,
successfullydistinguishing the two di erent application contexts and achieving
preciseparametric polymorphism. Note that the tags are limited to other subex-
pressionsin the original type due to the absenceof substitution in  -closure,
and sothe tagging processadds only polynomial complexity.



4.2 Mutable State via an Abstract Heap

Mutable state is incorporated in  -closure by maintaining a mutable abstract
heap in addition to the abstract ervironment and function call stack. So the
rules in Figure 9 are beefed-upto have judgmernts of the form (H; S; E; X) !
(H% % E% X9, where X is either or , and H is the abstract heap{ a multi-
mapping relation from pointers to type values; it is a multi-mapping due to
merging of parallel subclosures,asin if-merge Operations on the abstract heap
such as ref, get and set closely mimic those of the run-time heap, except in
recursive code where in order to nd a xp oint, recursive data structures are
collapsedto a single heap location. Fresh heap locations are created during the
closurebut they are reusel during reruns, in e ect placing an upper bound on
the maximum number of fresh locations created during closure, consequetly
retaining the termination guaranteesof -closure.

-closure with mutable state doesnot require an ML-style value restriction
on let sincethe o w-sensitivity of heap operations givesa preciseanalysis. For
example, memory-based xed points (a.k.a. tying the knot) can be accurately
analyzed, for example

let fact = ref Oin
fact:= n: if n=0then lelsen Ifact(n 1);
Ifact (5)

will betypedwith abstract heapfptr 7! n: if n= Othen lelsen Ifact(n 1)g
and an abstract environment containing ffact 7! ptrg. Note the mutual recursion
betweenthe heap and the environment.

There are somesubtle issuesthat arise during the closure of recursive code:
a xp oint of the heap must be found at recursive call sites, and the sameheap
locations must be reusedfor the sameprogram point during ead of the reruns.
The details are found in the technical report.

4.3 Singleton Typesvia Type Operators

We incorporate singleton types [27] such as ftrueg, ffalseg, f1g, f2g, etc. In
the presenceof singleton typesfor values, we also needthe corresponding type
equivalents for arithmetic and boolean operations. We call thesetype operators,
and they look the sameas expressionoperators. To ensure decidability, we do
not solve typessuch asn 1, in an ervironment containing n 7! f5g, to create
a new type f4g, rather we maintain them as recursive data structures in the
ernvironment. The sum (f 5g) examplewill result in xp oint fn 7! f5g; n 7! n
f 1ggfor n. Note that this xp oint contains su cien t information for construction
of all possiblesingleton typesfor n. We only needto modify the assertrule to
verify if atypevalueis an integer-singletonor a boolean-singleton,soasto ensure
that only integer-singletonscan be operated upon by arithmetic operators and
vice-versa.

With singleton typesit is now possibleto do limited conditional branching.
The if-then-elseexpressionis ported to the type world as-is. -closureconsiders



only the appropriate branch when the conditional has a unique boolean result,
asin the rst passof sum(f5g), hencen = f0g computesto false and only the
else-brand is taken. Howewer, during the secondpassn hasa recursive mapping
and -closure doesnot try to decipher this recursive structure, so it executes
the two branchesin parallel and mergestheir results.

Thesesingletontypesjust brush the surfaceof the potential usesof singletons:
by incorporating decision proceduresfor basic arithmetic and data properties,
invariants can be established, leading to better analysis of conditional expres-
sions,and still better results from the algorithm. The combination of expressive
singletons, o w-sensitivity, and assertionsis our target: a program veri cation
system.

5 Conclusion

We concludewith remarks about related and future work.

5.1 Related Work

At a macro level, the formal developmert in this paper parallels abstract inter-
pretations [7,8]: the -closureis an abstraction of computation. Our program
setting is complicated by the presenceof higher-order functions, recursive data,
and a recursive, mutable store. Our systemalsodi ers from abstract interpreta-
tions in the type-inspired approac we take, with typesessetially being abstrac-
tions of program behavior [6]. In the terminology of the abstract interpretation
literature, we are most closely related to the school of trace-basedabstract in-
terpretations [22,5]: an abstraction of the whole computation tree is produced
by the analysis.

An advantage of the type-basedapproad is how well typesdeal with higher-
order programs. Trace-basedabstract interpretations do not have this formalism
available, and so are most naturally applicable to imperative, rst order pro-
grams. There has beensomework on higher-order abstract interpretations [9, 3,
21,16] but these systemsdo not produce trace interpretations, and so are not
nearly as preciseas our system. The notion of an abstract represenation of the
heap is found in various program analyses,including [31,12], though none of
these abstract interpretations deal with recursive heap structures.

The ow-e ect type systemis very di erent from existing type systems,but
its power can be comparedat a high level. The main di erence is the addition
of o w-sensitivity, which is largely lacking in existing type systems.The system
exhibits expressienesscomparableto advanced polyvariant type inferencedis-
ciplines [26] and intersection type disciplines [20]. The systemis also related to
type systemsfor polymorphic recursion[15]in the high-level sensethat it allows
typing of many programs that traditionally require polymorphic recursion to
typedied, including all of the examplesgivenin [14].



5.2 Future Work

This paper is of a foundational nature, focusing on principles rather than ap-
plications. But the goal is the developmen of a system that scalesup to real
applications. This will require extensionsto handle more languagefeatures, but
also extensionsto the typesthemselesto allow for more expressiwe singleton
typesas discussedabove. We are currently working on incorporating a form of
path-sensitivity [10] into the system by propagating tag information indicating
which branch was taken. Since object-oriented programs also exhibit somefea-
tures of higher-order programs, we are aiming for results applicable to ML-t ype
and Java-type languages,amongst others.

Flow-e ect typesare suitable asa program analysisfor compilers, but we are

more interestedin their usein automated veri cation of higher-order programs,
alongthe lines of rst-order systemssuc asESP [11], ARCHER [30],and SLAM

[4].

We also believe they are potentially useful for model chedking applications,

sincethe -closureproducesa nite-state automaton that cortains an abstrac-
tion of a combination of the cortrol- and data- o w of a program; existing nite

abstractions of higher-order programs are either heavily data- or cortrol-centric
and so are limited in what properties can be expressedand model-cheded.
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