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Abstract

In this paperwe presenta generalmethodologyfor designingsupervisedpeer-to-peersystems.A
supervisedpeer-to-peersystemis a systemin which theoverlaynetwork is formedby a supervisorbut
in whichall otheractivitiescanbeperformedonapeer-to-peerbasiswithout involving thesupervisor. It
canthereforebeseenasbeingbetweenserver-basedsystemsandpurepeer-to-peersystems.Thoughit
appearsthatsupervisedpeer-to-peersystemsarelimited in their scalability, we will arguethatwith our
conceptsupervisedpeer-to-peersystemscanscaleto millions of peerswithout requiringthesupervisor
to be morepowerful thanjust having a normalworkstationwith a 100Mbit/s connection.In fact, the
supervisoronly hasto storea constantamountof informationaboutthe systemat any time andonly
needsto senda smallconstantnumberof messagesto integrateor remove a peerin a constantamount
of time. Thus,with a minimum amountof involvementfrom the supervisor, peer-to-peersystemscan
be maintained,for example,that canhandlelargedistributedcomputingtasksaswell astaskssuchas
�le sharingandwebcrawling. Furthermore,our conceptextendseasilyto multiple supervisorsso that
peerscanjoin andleavethenetwork massively in parallel.Wealsoshow how to extendthebasicsystem
to provide robustnessguaranteesunderthe presenceof randomfaultsandunderadversarialjoin/leave
attacks.Hence,with ourapproach,supervisedpeer-to-peersystemscansharethebene�tsof server-based
andpurepeer-to-peersystemswithout inheritingtheir disadvantages.

� Supportedby NSFgrantsCCR-0311121andCCR-0311795.



1 Intr oduction

Peer-to-peersystemshave recentlyattracteda signi�cant amountof attentioninside and outsideof the
researchcommunity. Theadvantageof peer-to-peersystemsis that they canscaleto millions of siteswith
low-costhardwarewhereastheclassicalapproachof usingserver-basedsystemsdoesnotscalewell, unless
powerful serversareprovided. On the otherhand,server-basedsystemscanprovide guaranteesandare
thereforepreferablefor critical applicationsthatneeda high level of reliability. Thequestionis whetherit
is possibleto marrythetwo approachesin orderto sharetheir bene�tswithout sharingtheir disadvantages.
Weproposesupervisedpeer-to-peersystemsasapossiblesolutionto this.

A supervisedpeer-to-peersystemis a systemin which theoverlay network is formedby a supervisor
but in which all otheractivities canbeperformedon a peer-to-peerbasiswithout involving thesupervisor.
That is, all peersthatwantto join (or leave) thenetwork have to contactthesupervisor, andthesupervisor
will theninitiate their integrationinto (or removal from) thenetwork. All otheroperations,however, may
beexecutedwithout involving thesupervisor. In orderfor a supervisednetwork to behighly scalable,we
proposetwo centralrequirementsthathave to beful�lled:

1. The supervisorneedsto storeat mosta polylogarithmicamountof informationaboutthesystemat
any time (i.e. if therearen peersin thesystem,storingcontactinformationaboutO(log2 n) of these
peerswouldbe�ne, for example),and

2. Thesupervisorneedsat mosta constantnumberof messagesto includea new peerinto, or exclude
anold peer, from thenetwork.

Thesecondconditionmakessurethatthework of thesupervisorto includeor excludepeersfrom thesystem
is keptataminimum.Still, onemaycertainlywonderwhethersupervisedpeer-to-peersystemsarereallyas
scalableaspurepeer-to-peersystemson theonehandandasreliableasserver-basedsystemson theother
hand.In thispaper, we arguethatourapproachcanresultin highly scalableandhighly reliablesystems.

1.1 Moti vation

First of all, rememberthat even purepeer-to-peersystemsneedsomekind of a “rendezvouspoint”, such
asa well-known hostserver [17] or a well-known web-addresslike gnutellahosts.com,which allows new
peersto join thesystem.Therendezvouspoint typically doesnotplayany role in theoverall topologyof the
network but just actsasa bridgebetweennew nodesandtheexisting network. This meansthatnodeshave
to self-organizeto form anoverlaynetwork with goodtopologicalpropertiessuchasdiameter, degreeand
expansion.In suchascenario,(a)randomizedconstructionscannotguaranteeagoodexpansionor diameter
and(b) deterministicconstructionsinvolve complex balancingschemes[4] to arrive atagoodtopology.

Weshow thatallowing thesupervisorto overseethetopologyof theoverlaynetwork,apartfrom working
astherendezvouspoint,tremendouslysimpli�es theproblemof maintainingtheabovementioneddesirable
propertiesof the peer-to-peernetwork. Hence,as long as the communicationeffort of a supervisorfor
including or excluding a peeris only a low constant,superviseddesignsshouldcompetewell with pure
peer-to-peersystems.

Our approachhasmany interestingapplicationsin theareaof grid computing[20, 23, 9], WebTV, and
massivemulti-playeronlinegaming[12], asoutlinedin Section5. A supervisormayalsoserve,for example,
asa reliableanchorfor codeexecutionrollback,which is importantfor failure recovery mechanismssuch
asthoseusedin theTimeWarpsystem[10]. Thiswould make supervisedpeer-to-peersystemsparticularly
interestingfor grid computing[20]. With ourconcept,supervisedpeer-to-peersystemscanscaleto millions
of peerswithout requiringthesupervisorto bemorepowerful thanjust having a normalworkstationwith
a 100 Mbit/s connection. Also, it is much easierto recover from temporarynetwork partitionswith a

1



supervisedsystemthana purepeer-to-peersystem. This is useful for systemsin which fast recovery is
importantdueto real-timecontent,suchasInternetradioor InternetTV. Finally, thoughsupervisedpeer-to-
peersystemsarenotasstableasserver-basedsystemswith powerful servers,theiradvantageis thatbecause
thesupervisoronly takescareof thetopologybut maynot beinvolved at all in peer-to-peeractivities, it is
from a legalpointof view a muchsaferdesignthantheserver-baseddesign.

1.2 Our Results

In Section2, we show how to combineknown techniquesproposedfor peer-to-peersystemssuchasthe
hierarchicaldecompositionapproachof CAN [18], and the continuous-discreteapproach[16] in a novel
wayto obtainageneralframework for thedesignof supervisedpeer-to-peersystems.Ourapproachrequires
thesupervisorto storea constantamountof informationaboutthesystemat any time andto only sendand
receive a low constantnumberof messagesin order to integrateor remove a peerfrom the system. We
demonstrateour approachby showing how to maintaina supervisedhypercubenetwork anda supervised
de Bruijn network with it. Our schemecanalsobe extendedto allow concurrentjoin/leave operationsor
allow multiple supervisorsasoutlinedin Section3. In orderto demonstratethatsupervisedsystemscanbe
madehighly scalable,weproposesolutionsin Section3 thatallow asupervisorto servemany join andleave
requestsconcurrentlyandthenextendourbasicdesignto allow multiplesupervisors.Afterwards,in Section
4 we look at robustnessissuesanddiscusshow our superviseddesigncanbe extendedto handlerandom
faults.We alsopresentandanalyzea simpleschemeinvolving thesupervisorsothattheresultingnetwork
is robustevenagainstadaptive adversarialjoin/leave attacks,a studyrecentlyinitiated in [22]. Finally, we
discussin Section5 variousapplicationsof oursupervisedapproach.

1.3 Relatedwork

Specialcasesof supervisedpeer-to-peersystemshavealreadybeenformally investigated[17, 21, 20], but to
thebestof our knowledgea generalframework for supervisedpeer-to-peersystemshasnot beenpresented
yet.

In [17], theauthorsconsidera specialnodecalledthehostserverthatis contactedby all new peersthat
join thesystem.Theoverlaynetwork maintainedby thehostserver is closeto a random-lookinggraph.As
shown by the authors,undera stochasticmodelof join/leave requeststhe overlay network can,with high
probability, guaranteeconnectivity, low diameter, andlow degree.Alternativedesignswerelaterproposedin
[21, 20]. In [21] it is shown how to maintaina treetopologyusingasupervisorfor guaranteedbroadcasting
andin [20] it is shown how to maintainasupervisedoverlaynetwork with deBruijn graphtopologyfor grid
computingandloadbalancing.In this work, we proposea uni�ed modelthatenablesoneto createa large
classof supervisedoverlaynetworks.

Most of thedistributedsystemsareeitherserver-basedor peer-to-peer. For example,Napsteris rather
server-basedbecauseall peerrequestsarehandledatasinglelocation.Also systemslikeSETI@home[23],
Folding@home[11], anddistributed.net[9] areheavily server-orientedbecausethey do not allow peer-to-
peerinteractions.Othersystemssuchasthe IBM OptimalGridallow communicationbetweenpeersbut
it still usesa star topologyand thereforeis still closerto beingserver-basedthansupervised.Extensive
researchon computationalgrids is also donein the Globus Alliance but they do not appearto consider
topologicaldesignsin their research.

Theline of researchthatis probablyclosestto ourapproachis thework onoverlaynetworksin thearea
of application-layermulticasting.AmongthemareSpreadIt[8], NICE [2], Overcast[13], andPRM [3], to
namea few. However, thesesystemsonly focuson speci�c topologiessuchastrees,andthey do not seem
to be generalizableto a universalapproachfor supervisedsystems.Otherprotocolsfor application-layer
multicastingsuchasScribe[5], Bayeux[27], I3 [24], Borg [26], SplitStream[6], andCAN-Multicast[19]
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areratherextensionsof a purepeer-to-peersystem.For anevaluationof severalof theseprotocolssee[7],
for example.

2 A generalframework for supervisedpeer-to-peersystems

Our generalframework for supervisedpeer-to-peersystemsneedsseveral ingredients,including the hier-
archicaldecompositiontechnique[18], the continuous-discretetechnique[16], andthe recursive labeling
technique.After presentingthesetechniqueswe show how to put themtogetherin anappropriateway so
that we obtaina universalapproachfor supervisedpeer-to-peersystems.Afterwards,we give someex-
amplesthat demonstratehow to apply this approachto maintaina supervisedhypercubicnetwork anda
superviseddeBruijn network.

2.1 The hierarchical decompositiontechnique

Considerany d–dimensionalspaceU = [0; 1)d for somed � 1. ThedecompositiontreeT(U) of U is an
in�nite binary treein which theroot representsU andfor every nodev representingthesubcubeU 0 in U,
thechildrenof v representtwo subcubesU00andU000, whereU00andU000aretheresultof cuttingU0 in the
middleat thesmallestdimensionin which U0 hasa maximumsidelength.Let every edgeto a left child in
T(U) belabeledwith 0 andeveryedgeto a right child in T(U) belabeledwith 1. Thenthelabelof a node
v, is thesequenceof all edgelabelsencounteredwhenmoving alongtheuniquepathfrom therootof T(U)
downwardsto v. For d = 2, theresultof thisdecompositionis shown in Figure1.

1110

000

0100

10

0

. . . . . . .. . . . . . .

0 1

0 1 0 1

0 1 0 1 0 1 1

Figure1: Thedecompositiontreefor d = 2.

Ourgoalfor thesupervisedpeer-to-peersystemwill beto mapthepeersto nodesof T(U) sothat

1. thesubcubesof the(nodesassignedto the)peersaredisjoint,

2. theunionof thesubcubesof thepeersgivestheentiresetU, and

3. thepeersareonly distributedamongnodesof two consecutive levelsin T(U).

Theabove goalsareimportantfor thefollowing reason.RecalltheCAN basedapproachof [18]. The
basicideais to combineanin�nite completebinarytreeT with a family of graphsG = fG ` j` 2 IN0g with
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jV (G̀ )j = 2` for every ` � 0. The�rst two goalsarerequiredsothateverypathdown thetreestartingwith
theroot containsexactly onepeerwhich is thebasicinvariantfor theCAN-basedapproach[18]. In order
to keepthedegreelow, a basicgoalof theCAN approachis to keepthenodesin asfew levelsof the tree
T aspossible.This canbequantizedby level imbalancebeingde�ned asthemaximumdifferencebetween
thelevelsof thenodesin T. This parameteris calledtheglobal gapin [1]. Thethird goal thusasksfor an
assignmentof nodesto levelssothatthelevel imbalanceis closeto optimal.

WhereasCAN-basedpeer-to-peersystemsusuallysatisfythe �rst two properties,they have problems
with thethird property. For example,usingrandomizedstrategies[1, 18] involve advancedtechniquessuch
asmultiple-choicehashing[15] andresultin a level imbalanceof O((log logn)=logd) for d � 2. But as
wewill see,it will beeasyfor oursupervisedpeer-to-peerapproachto alsomaintainthethird propertyusing
deterministicstrategies.

2.2 The continuous-discretetechnique

Thebasicideaunderlyingthecontinuous-discrete approach[16] is to de�ne a continuousmodelof graphs
andto applythiscontinuousmodelto thediscretesettingof a �nite setof peers.

Considerany d-dimensionalspaceU = [0; 1)d, andsupposethatwehave asetF of functionsf i : U !
U, i � 1. Thenwede�ne EF asthesetof all pairs(x; y) 2 U2 with y = f i (x) for somei . Givenany subset
S � U, let �( S) = f y 2 U n S j 9x 2 S : (x; y) 2 EF g. We saythat (U;EF ) is connectedif for any
subsetS � U it holdsthat�( S) 6= � .

Considernow any setof peersV , andlet R(v) betheregion in U thathasbeenassignedto peerv. Let
GF (V ) bethegraphwith nodesetV andedgeset

E(GF ) = f (v; w) 2 V � V j 9x 2 R(v); 9y 2 R(w); (x; y) 2 EF g

That is, E(GF ) containsan edge(v; w) for every pair of nodesv andw for which thereis an edge
(x; y) 2 EF with x 2 R(v) andy 2 R(w). Usingtheabove setting,thefollowing theoremholds:

Theorem 2.1 Supposethat [ v2 V R(v) = U and(U;EF ) is connected,thenalsoGF (V ) is connected.

Theproofof theabove theoremfollows from thede�nitions. Thus,to arriveatasituationwhereGF (V )
is connectedwe have to ensurethat [ v2 V R(v) = U. But the goalsof the heiararchicaldecomposition
techniqueensuresuchanassignment.

Let � = maxu;v2 V jR(v)j=jR(u)j bethesmoothness[16] of theaboveassignmentscheme.Then,using
the propertiesof the hierarchicaldecompositiontechniqueit holdsthat � is independentof n and� � 2.
Having � a constanthasnice implicationsasdescribedin [16] even whenconsideringarbitrarysetF of
functions.

2.3 The recursive labeling technique

In therecursive labelingapproach,thesupervisorassignsa label to everypeerthatwantsto join thesystem.
Thelabelsarerepresentedasbinarystringsandaregeneratedin thefollowing order:

0; 1; 01; 11; 001; 011; 101; 111; 0001; 0011; 0101; 0111; : : :

Basically, ignoring label 0, whenstrippingoff the leastsigni�cant bit, the supervisoris �rst creatingall
binarynumbersof length0, thenlength1, thenlength2, andsoon. More formally, considerthemapping
` : IN0 ! f 0; 1g� with thepropertythatfor every x 2 IN0 with binaryrepresentation(xd : : : x0)2 (whered
is minimumpossible),

`(x) = (xd� 1 : : : x0xd)
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Then` generatesthesequenceof labelsdisplayedabove. In the following, it will alsobe helpful to view
labelsasreal numbersin [0; 1). Let the function r : f 0; 1g� ! [0; 1) be de�ned so that for every label
` = (`1`2 : : : `d) 2 f 0; 1g� , r (`) =

P d
i=1

` i
2i . Thenthesequenceof labelsabove translatesinto

0; 1=2; 1=4; 3=4; 1=8; 3=8; 5=8; 7=8; 1=16; 3=16; : : :

Thus, the more labelsareused,the moredenselythe [0; 1) interval will be populated. When using the
recursive approach,thesupervisoraimsto maintainthefollowing invariantatany time:

Invariant 2.2 Thesetof labelsusedbythepeers is f `(0); `(1); : : : ; `(n� 1)g, wheren is thecurrentnumber
of peers in thesystem.

Theabove invariantis usefulfor our approachasshown in Section2.4sothatall thethreegoalsof the
hierarchicaldecompositiontechniquearemet.

This invariantis preservedwhenusingthefollowing simplestrategy:

� Whenever a new peerv joins thesystemandthecurrentnumberof peersis n, thesupervisorassigns
thelabel`(n) to v andincreasesn by 1.

� Whenever apeerw with label` wantsto leave thesystem,thesupervisorasksthepeerwith currently
highestlabel`(n � 1) to takeover theroleof w (andtherebychangeits labelto `) andreducesn by 1.

2.4 Putting all piecestogether

Now we arereadyto put thepiecestogether. We assumethatwe have a singlesupervisorfor maintaining
theoverlaynetwork. In thefollowing, thelabelassignedto somepeerv will bedenotedas` v . Givenn peers
with uniquelabels,we de�ne thepredecessorof peerv, denotedpred(v), asthepeerw for which r (` w) is
closestfrom below to r (`v). We de�ne thesuccessorof peerv, denotedsucc(v), asthepeerw for which
r (`w) is closestfrom above to r (`v) (viewing [0; 1) asa ring in bothcases).Giventwo peersv andw, we
de�ne theirdistanceas

� (v; w) = minf (1 + r (`v) � r (`w)) mod1; (1 + r (`w) � r (`v)) mod1g

In order to maintaina doubly linked cycle amongthe peers,we simply have to maintainthe following
invariant:

Invariant 2.3 Everypeerv in thesystemis connectedto pred(v) andsucc(v).

Now, supposethatthelabelsof thepeersaregeneratedvia therecursive strategy above. Thenwe have
thefollowing properties:

Lemma 2.4 Let n bethecurrentnumberof peers in thesystem,and let �n = 2blog nc. Thenfor everypeer
v 2 V , j`v j � dlogneand� (v; pred(v)) 2 f 1=(2�n); 1=�ng.

Sothepeersareapproximatelyevenly distributedin [0; 1) andthenumberof bits for storinga label is
almostaslow asit canbewithoutviolating theuniquenessrequirement.

Now, recallthehierarchicaldecompositionapproach.Thesupervisorassignseverypeerp to theunique
nodev in T(U) at level log(1=� (p;pred(p))) with ` v beingequalto `p (paddedwith 0's to theright sothat
j`v j = j`pj). As anexample,if we have 4 peerscurrentlyin thesystem,thenthemappingof peerlabelsto
nodelabelsis

0 ! 00; 1 ! 10; 01 ! 01; 11 ! 11
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With this strategy, it follows from Lemma2.4 thatall threedemandsformulatedin thehierarchicaldecom-
positionapproacharesatis�ed.

Considernow any family F of functionsactingonsomespaceU = [0; 1)d andlet C(p) bethesubcube
of thenodein T(U) thatp hasbeenassignedto. Thenthegoalof thesupervisoris to maintainthefollowing
invariantatany time.

Invariant 2.5 For thecurrentsetV of peers in thesystemit holdsthat

1. thesetof labelsusedby thepeers is f `(0); `(1); : : : ; `(n � 1)g, wheren = jV j,

2. everypeerv in thesystemis connectedto pred(v) andsucc(v), and

3. there are bidirectionalconnectionsf v; wg for everypair of peers v andw for which there is an edge
(x; y) 2 EF with x 2 C(v) andy 2 C(w).

2.5 Maintaining Invariant 2.5

Next we describethe actionsthat the supervisorhasto performin orderto maintainInvariant2.5 during
an isolatedjoin or leave operation.For simplicity, we assumethat all nodesarereliableandtrustworthy
andalso that peersdepartgracefully i.e., they announcetheir departureto the supervisor. (Non-graceful
departuresanduntrustworthy nodesaretreatedin Section4). We alsoassumethat the supervisorcanin
eachroundsenda messagethat cancontainup to a constantamountof information. We start with the
following importantfactwhichcanbeeasilyshown.

Fact 2.6 Whenever a new peerv enters the system,thenpred(v) hasall the connectivityinformationv
needsto satisfyInvariant 2.5(3), and whenever an old peer w leavesthe system,then it suf�ces that it
transfers all of its connectivityinformationto pred(w) in order to maintainInvariant 2.5(3).

The �rst partof the fact follows from theobservation thatwhenv entersthesystem,thenthesubcube
of pred(v) splits into two subcubeswhereoneresidesat pred(v) andtheotheris takenover by v. Hence,
if pred(v) passesall of its connectivity information to v, then v can establishall edgesrelevant for it
accordingto thecontinuous-discreteapproach.Thesecondpartof thefactfollows from theobservationthat
thedepartureof apeeris thereverseof theinsertionof apeer.

Thus,if thepeerstakecareof theconnectionsin Invariant2.5(3),theonly partthatthesupervisorhasto
take careof is maintainingthecycle. For thiswe requirethefollowing invariant.

Invariant 2.7 Atanytime, thesupervisorstoresthecontactinformationofpred(v), v, succ(v), andsucc(succ(v))
where v is thepeerwith label `(n � 1).

Wenow describehow to maintainInvariant2.5duringany join or leave operation.

Join: If a new peerw joins, in orderto satisfyInvariant2.7, the following actionsareperformed.In the
following, S denotesthesupervisor.

� S informsw that`(n) is its label,succ(v) is its predecessor, andsucc(succ(v)) is its successor.

� S informssucc(v) thatw is its new successor.

� S informssucc(succ(v)) thatw is its new predecessor.

� S askssucc(succ(v)) to sendits successorinformationto thesupervisor, and

6



� S asksv which is now pred(w) to sendtheconnectivity informationaccordingto F to nodew.

� S setsn = n + 1.

Leave: If anold nodew leavesandreports̀ w , pred(w), andsucc(w) in orderto maintainInvariant2.5(3),
thefollowing actionsareperformed.In thefollowing, S denotesthesupervisor. Recallthatweareassuming
gracefuldepartures.

� S informsv (thenodewith label `(n � 1)) that ` w is its new label,pred(w) is its new predecessor,
andsucc(w) is its new successor.

� S informspred(w) thatits new successoris v andsucc(w) thatits new predecessoris v.

� S informspred(v) thatsucc(v) is its new successorandsucc(v) thatpred(v) is its new predecessor.

� S askspred(v) to sendits predecessorinformationto thesupervisorandto askpred(pred(v)) to send
its predecessorinformationto thesupervisor.

� S asksnodev to transferall of its connectivity informationaccordingto F to pred(v), and

� S setsn = n � 1.

Thus,thesupervisoronly needsto handlea constantnumberof messagesfor eacharrival or departure
of a peer. In fact, at most8 messagessuf�ce for eachoperation,andeachmessageis very small. If we
assume,for example,thatthesupervisorhasa 100Mbit/s connection,eachmessagehasa sizeof 64 bytes,
wehave1,000,000peersin thesystem,andeachpeerstaysin thesystemfor aminute(onaverage),thenthe
bandwidthof thesupervisoris in principlehigh enoughto handleall of thearrivalsanddepartures(though
this wouldneeda high parallelizationof thehandlingof join andleave requests,asdiscussedin Section3).
Moreover, apeercanjoin andleavethesupervisedsystemwith aconstantnumberof communicationrounds.
Hence,our join methodis muchfasterthanin purepeer-to-peersystemswherethe join requestof a peer
�rst hasto beforwardedto theright location,whichusuallytakes
(log n) time.

2.6 Examples

For a supervisedhypercubicnetwork, simply selectF as the family of functionson [0; 1) with f i (x) =
x + 1=2i (mod1) for every i � 1. Using our framework, this gives an overlay network with degree
O(log n), diameterO(log n), andexpansionO(1=

p
logn), which is betterthanwhatpurehypercubicpeer-

to-peersystemslike Chord[25] canachieve.
For a superviseddeBruijn network, simply selectF asthefamily of functionson [0; 1) with f 0(x) =

x=2 andf 1(x) = (1+ x)=2. Usingourframework, thisgivesanoverlaynetwork with degreeO(1), diameter
O(log n), andexpansionO(1=logn), which is alsobetterthan the previous purede Bruijn peer-to-peer
systems[14, 16].

3 Concurrency

In this sectionwe extendour approachto concurrentjoin andleave operationsandalsoprovide a way to
allow multiplesupervisors.
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3.1 Concurrent Join/LeaveOperations

In orderto beableto handled join or leave requestsin parallel,Invariant2.5 just needsto beextendedby
onemorerule givenbelow. In the following, predi (v) (resp.succi (v)) denotesthe i th predecessor, (resp.
successor),of v on thecycleof nodes.Thatis, pred0(v) = pred(v) andpredi (v) = pred(predi � 1(v)) .

4. Everypeerv in thesystemis connectedto its dth predecessorandits dth successor

In additionto this,giventhatv is thenodewith label`(n � 1), Invariant2.7needsto beextendedto:

Invariant 3.1 At any time, thesupervisorstoresthecontactinformationof v, the2d successors of v, and
the3d predecessors of v.

Theseinvariantscanbepreservedasfollows:

Concurrent Join Operation In the following, let v be the nodewith label `(n � 1). Let the d new
peersbe w1; w2; : : : wd. Then the supervisorintegrateswi betweensucci (v) and succi +1 (v) for every
i 2 f 1; : : : ; dg. As is easyto check,this will violate rule (4) for the 2d closestsuccessorsof v andthe
d � 2 closestpredecessorsof v. But sincethesupervisorknows all of thesenodes,it candirectly inform
themaboutthechange.In orderto repairInvariant3.1,thesupervisorwill requestinformationaboutthedth
successorfrom thed furthestsuccessorsfrom v andwill setv to wd. Thus,weobtainthefollowing result:

Claim 3.2 Thesupervisorneedsat mostO(d) work and O(1) time (giventhat the work can be donein
parallel) to processd join operations.

Concurrent Leave Operation Let the d peersthat want to leave the systembe w1; w2; : : : ; wd. For
simplicity, we assumethatthey areoutsideof thepeersknown to thesupervisor, but ourstrategy below can
alsobeeasilyextendedto thesecases.Thestrategy of thesupervisoris to replacew i by pred2(i � 1)(v) for
every i . As is easyto check,this will violate rule (4) for thed closestsuccessorsof v andthe 3d closest
predecessorsof v. But sincethesupervisorknows all of thesenodes,it candirectly inform themaboutthe
change.In orderto repairInvariant3.1, thesupervisorwill requestinformationaboutthedth predecessor
from thed furthestpredecessorsfrom v andtheir dth predecessorsandwill setv to pred2d(v). Thus,we
obtainthefollowing result:

Claim 3.3 Thesupervisorneedsat mostO(d) work and O(1) time (giventhat the work can be donein
parallel) to processd leaveoperations.

3.2 Multiple Supervisors

In this section,we show multiplesupervisorscanwork togetherin maintaininga singlesupervisedpeer-to-
peersystem.We assumethat thenumberof supervisorsit not too large so that it is reasonableto connect
themin aclique.

In a network with k supervisorsS0; S1; � � � Sk� 1, the [0; 1)-ring is split into thek regionsR i = [(i �
1)=k; i=k), i 2 f 1; : : : ; kg, andsupervisorSi is responsiblefor region R i . The supervisorsareassigned
distinct labelssi which is equalto the binary representationof i usingdlog2 ke bits. For example,with
4 supervisors,the labelsof the supervisorsare00; 01; 10 and11. Every supervisormanagesits region as
describedfor a singlesupervisorabove, with the exceptionof the bordersof its region. The bordersare
maintainedby communicatingwith theneighboringsupervisorson thering.

Eachtime a new nodewantsto join the systemvia somesupervisorSi , Si forwardsit to a random
supervisorwho will integrateit into thesystem.To generatelabelsfor thenodesin thesystem,supervisor
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Si prependsits own labelto thelabelsgeneratedaccordingto section2.3with themodi�cation that label1
is the�rst labelto begenerated.Thusin asystemwith 4 supervisors,wheresupervisor2 haslabels1 = 01
supervisorS2 generates0111asthe label for the third nodeto join thesystemunderS2. To formalizethe
above discussion,let n i be the numberof nodesthat arebeingmanagedby supervisorSi currentlywithP n

i=1 n i = n beingthe total numberof nodesin thesystemcurrently. Then,supervisorSi maintainsthe
following invariant:

Invariant 3.4 Thesetof labelsgeneratedby supervisori Si , i 2 [k] is

f si � 1; si � 01; si � 11; si � 001; : : :g

where the� operator denotesbinaryconcatenation.

The above sequenceof labels is generatedby stripping of the si most signi�cant bits and the least
signi�cant bit, thensupervisorSi is enumeratingall binarynumbersof length0, followedby length1 and
soon. Themapping̀ : IN0 ! f 0; 1g� from section2.3canthenbeeasilyprovided.

SupervisorSi alsomaintainstheinvariantthatwhenn i nodesarein thesystemmanagedby Si thenthe
setof labelsusedis f `(0); `(1); : : : ; `(n i � 1)g. Using techniquesfrom section2.1–2.3,it canbe shown
thatsupervisorSi hasto only take careof maintainingthedoubly linkedcycle of peersandthepeershave
to maintaintheconnectionsaccordingto Invariant2.5(3).

Eachtimeanodev undersomesupervisorSi wantsto leave thesystem,Si contactsarandomsupervisor
(whichmayalsobeitself) to provide anodethatcanreplacev.

Thus,the join rule providesa randomdistribution of thepeersamongthesupervisorsandit is not too
dif�cult to verify that the leave rule preserves this randomdistribution. Hence,whenusingthe Chernoff
boundsweget:

Claim 3.5 Letn bethetotal numberof nodesin thesystem.Thenit holdsfor everyi 2 [k] that thenumber
of nodescurrentlyplacedin R i is in therange n=k � O(

p
n=k + logk), with high probability.

This impliesthat if n is suf�ciently largecomparedto k, all propertiesformulatedabove for a peer-to-
peersystemwith onesupervisorcanbepreserved,includingthepropertythatthepeersareonly distributed
amongnodesof two consecutive levelsof thedecompositiontree.

4 Robustness

In this sectionwe show how to extendthebasicschemesothattherobustnessguaranteescanbeprovided.
We considertwo notionsof robustnessnamelyrobustnessunderrandomfailuresof nodesandrobustness
underadaptive adversarialjoin/leave attacks. In section4.1 we considerrandomfailuresof nodesand
show thatrobustnessunderrandomfailurescanbeguaranteedif thesupervisormaintainsinformationabout
O(log n) nodesin thesystem.In section4.2we describea simpleschemeto guaranteerobustnessagainst
even adaptive adversarialjoin/leave attacks.Due to the presenceof supervisor, our schemefor providing
robustnessunderadaptive adversaryis surprisinglysimple.

4.1 Robustnessagainstrandom faults

So far we have assumedthat the peersannouncetheir departureto the supervisorandthusaresaidto be
graceful. In reality, however, suchanassumptioncannotbe justi�ed aspeersmaydepartungracefully. In
thissection,we show how to handleungracefuldeparturesundertheassumptionthatungracefuldepartures
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areuniformly distributedamongthenodesin the[0; 1) interval andtherateof ungracefuldeparturesis low
enoughsothatthesupervisorcanhandle.

Towardsthis goal,thesupervisornow maintainsthefollowing invariantsfor k = clogn for somelarge
constantc.

Invariant 4.1 Everynodev is connectedto:

� predi (v) andsucci (v) for i 2 f 1; 2; : : : kg, and

� all nodesw such that �( R(Nv)) \ �( R(Nw)) 6= � , where Nv = f vg [ f predi (v)ji = 1; 2; : : : kg [
f succi (v)ji = 1; 2; : : : kg andfor anysetV 0 � V , welet R(V 0) = [ f v2 V 0g R(v).

The above connectivity rules introducea k–wise redundancy in the systemas eachnodemaintains
connectionsto nodesin its k-neighborhood.Thesupervisorstoresthecontactinformationaccordingto the
following invariant.

Invariant 4.2 Thesupervisormaintainsthefollowingconnections.

� Join connections: Theseare to the 2k successors and 3k predecessors of the nodev with label
`(n � 1). Theseconnectionsaresimilar to theconnectionsspeci�edby Invariant 3.1.

� Repair connections:Theseare to somepeerw, (missingor available),thek closestpredecessorof
w andthek closestsuccessors of w.

Thejoin andleave operationarenow extendedasfollows. To inserta new nodew into thesystem,the
supervisorassignsa label to w andproceedsaccordingto a normaljoin operationin section2.5 andalso
satisfyinginvariant4.1.TomaintainInvariant4.2,thesupervisorupdatesits join connectionsaccordinglyby
requestingrelevantinformation.Theleaveoperationof agracefullydepartingnodew now followssimilarly
to thatof abasicleave operationby thesupervisorreversingthelastjoin operation.

Thusthesupervisorhasto maintainonly a logarithmicamount,clogn, of information.Thecostof join
andleaveoperationincreasesto O(log n) from aconstant.As thesizeof thenetwork increasesor decreases
by a factor of 2, the supervisorupdatesthe value of k accordinglyby a factor of � c. The supervisor
alsoupdatesits repairconnectionsif w or any successor/predecessor of w departsby choosingtheclosest
successor/predecessor.
Theabove operationsalongwith theinvariantshave thefollowing property.

Theorem 4.3 For c � 1 and suf�ciently large, theabove schemecanguaranteethat theoverlay network
speci�edby anyfamily of functionsF such that if (x; y) 2 EF thenthere existsat leastpair of nodesv; w
so that x 2 R(Nv) and y 2 R(Nw) and (v; w) is an edge in the networkevenif every peerfails with a
constantprobability p with 0 < p < 1.

Proof. Firstly, noticethatthesupervisoralwaysknows thepositionsin thecycle thatshouldbeoccupiedas
this is preciselythepositionswith a labelamong`(0) to `(n � 1). Hence,usingtherepairconnectionsas
pivot, thesupervisorcanalwaysprocessungracefuldeparturesby performinga tour aroundthecycle.

Let us call a positionvalid if it hasa label in betweeǹ (0) and`(n � 1). If eachpeercanfail with a
probabilityp, thenit holdsthat in k consecutive positionstheprobabilitythatall peersfail or noneof them
fail is polynomiallysmallwhenk = maxf (clogn)=log(1=p); (c0logn)=log(1=1 � p)g for c;c0 � 2.

Thus,it holdsthatduringtimethesupervisoris performingatouraroundthecycle,atmostan� = O(p)
fractionof thenodescanfail with high probability. Thusthesupervisorcan�x all invalid positionsaslong
as� is smallenough.

Using the above, sincein any k consecutive positionsat leastoneof themis valid, the connectivity
guaranteethat for every (x; y) 2 EF , thereis at leastonepair v; w suchthatx 2 R(N v) andy 2 R(Nw)
andv andw have valid positionswith anedgefrom v to w canbeshown. ut
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4.2 Robustnessagainstadaptiveadversarial attacks

While theresultsof theprevioussub-sectionguaranteethatthesystemis robustto randomnodefailures,the
systemis notrobustagainstadaptiveadversarialattacks.Suchattackstaketheform of adversarialnodesthat
canjoin andleave thesystemasmany timesasthey wish. In our system,adaptive adversarialattackscan
easilydisconnectthesupervisorfrom therestof network by takingpositionsthatthesupervisoris connected
to. Thiswould thenmake it dif�cult for new peersto join thesystem.Theadversarycanalsoplacenodesat
critical positionssothatroutingin thenetwork is disruptedby notforwardingthepacketsor forwardingthem
to thewronglocationor by injectinglotsof packetsdestinedfor otheradversarialnodessothatthenetwork
wouldbeheavily congested.Thesetypeof attacksarerecentlystudiedin [22] by showing how to maintaina
robustring network of nodesunderthepresenceof suchapowerful adversary. While mechanismsfor other
network topologiesarenotknown, usingthesupervisedapproachweshow how to extendourbasicscheme
to provide robustnessguaranteesfor any overlaynetwork underthepresenceof anadaptive adversary.

Formally, weallow theadversaryto own upto �n of then nodesin thesystemfor somesuf�ciently small
constant� > 0. Thesenodesarealsocalledadversarial nodesandthe restarecalledhonestnodes.The
supervisorandthehonestnodesareobliviousto adversarialnodes,i.e.,thereis nomechanismto distinguish
at any time whethera particularnodeis honestor not. To achieve robustnessin thepresenceof anadaptive
adversary, weusethefollowing scheme.

In the following, a region is an interval of size1=2i in [0; 1) startingat an integermultiple of 1=2i for
somei � 0, anda nodev belongsto a region R if r (` v) 2 R. Recallthat n = 2blog nc. The supervisor
organizesthenodesinto regionsso thateachregion containsbetweenclogn and2clogn nodesfor some
constantc > 1. Whenever theseboundsareviolatedin a region, thesupervisorsplits it or mergesit with
a neighboringregion. The n nodesarealsoorganizedinto 5 setsS1 to S5 andthe following invariant is
maintainedfor thesesets.

Invariant 4.4 At all times,

1. S1 has�n=8 nodeswith labels`(0); `(1); : : : ; `(n=8 � 1).

2. S2 hasn=8 nodeswith labels`(n=8); `(n=8 + 1); : : : ; `(n=4 � 1).

3. S3 hasn=4 nodeswith labels`(n=4); `(n=4 + 1); : : : ; `(n=2 � 1).

4. S4 hasn=2 nodeswith labels̀ (n=2); `(n=2 + 1); : : : ; `(n � 1).

5. S5 hastheremainingn � n nodeswith labels`(n); `(n + 1); : : : ; `(n � 1).

The following invariantdescribestheconnectionsmaintainedby thenodesin the varioussetsandthe
connectionsmaintainedby thesupervisor. To simplify notation,for a realnumberx 2 [0; 1), R(x) is the
region that x belongsto andSi (R) is the setof Si -nodesbelongingto R. For every region R, let SR =
S1(R) [ S2(R) and �SR = S3(R) [ S4(R) [ S5(R) if R precedesR(r (`(n))) andotherwise,SR = S1(R)
and �SR = S2(R) [ S3(R) [ S4(R) [ S5(R). For every regionR let M R = S1(R) [ S2(R) [ S3(R).

Invariant 4.5 For all regionsR, everySR-nodeis connectedto all nodesin SR [ �SR . EverySR -nodeis
alsoconnectedto all nodesin thepredecessorandsuccessorregionsof R, denotedpred(R) andsucc(R),
andfor everyu 2 SR that hasa connectionto a nodev 2 SR0 according to Invariant 2.5(3),all SR -nodes
are connectedto all SR0-nodes.

Thesupervisoris connectedto all thenodesin SR in theregionsR(r (`(n � 1))), pred(R(r (`(n � 1))))
andsucc(R(r (`(n � 1)))) . Theaboveconnectionsare calledjoin connections.

Thesupervisoris connectedto all thenodesin M R for someregion R, andto a specialnodev� 2 M R .
Theseconnectionsarecalledmixing connections.
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Figure2: Logicalorganizationof nodesinto � vesets.Thenumberagainstnodepositionindicatesthesetto
which thenodebelongsto.

Figure2 shows thelogical organizationof thenodesandthesetsS1 throughS5 andFigure3 shows the
physicalorganization.Our organizationof thenodesensuresthat in a constantfractionof thenetwork, the
adversarialnodescannotin�uence thenetwork behavior.

The setS1 is alsoreferredto asthestableset. Thegoal of thesupervisoris to have the honestnodes
in themajority in every setS1(R) of sizeclogn nodes,with high probability. Thereasonfor this goalare
statedshortly.

ThesetS2 is in astagecalledthesplit-and-merge stagebecauseS2-nodesaremergedinto thestableset
or removedfrom it asnodesjoin or leave thesystem.ThesetS3 is in a stagecalledmixingstagein which
thesupervisorperformstranspositionsaccordingto auniformly chosenpermutationto ensurethatthenodes
arewell-mixedbeforebeingintegratedinto thestableset.

ThesetS4 is in a reservoirstage.S4 is usedto �ll departedpositionsin thesetsS1 to S3 by selecting
randomnodesin S4 and�lling their positionswith the last nodesin S5. Finally, the setS5 is in a �lling
stagewherenew nodesareaddedby assigningthemthelabel`(n).

Thejoin andleaveoperationhaveto beextendedsothatthesupervisorcanensurethemajoritycondition
atall times.We �rst describethemodi�cationsto thejoin/leave operations.

Join:

Thesupervisorassignsto thenew nodethelabel`(n) andintegratesit sothattheInvariants4.4and4.5are
satis�ed.

Afterwards,thesupervisorupdatesv� to besuccessorof v� amongthenodesin M R . If thereis nosuch
node,thenM R is updatedto theM R0 whereR0 is theregion succeedingregion R andv� is takento bethe
�rst nodein M R0. Supposethatv� belongsto thesetSi in M R for a region R. Thenthesupervisorpicksa
nodew with positionbetweenv� and1 (exclusive) uniformly at randomandexchangesthepositionsof w
andv� . This is realizedby thesupervisorinformingall nodesin S1(R(`(n))) thepositionsof nodesv� and
w sothatthis is reliablydonewithout involving thesupervisor.

Eachtime a new nodecausesthesupervisorto switchfrom a region R to succ(R), thenodesin S2(R)
aremergedinto S1(R) asprescribedby Invariant4.5.
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Leave:

If anodev leaveswith v 2 S4 [ S5, thesupervisorsimply replacesit by thelastnodein S5. Otherwise,the
supervisorreplacesv by a randomnodein S4 and�lls thepositionof that randomnodewith thelastnode
in S5. This is followedby performinga mixing operationsimilar to thatdoneduringa join operation.(The
supervisorinitiatestheleave operationfor v only if amajorityof S1-nodesin v's regionnotify it aboutthat.
In thiscase,thesupervisorhasthenecessaryinformationto correctlyinitiate thereplacement.)Eachtime a
departurecausesthesupervisorto switchfrom a region R to pred(R), thenodesin S2(pred(R)) aresplit
away from S1(R) asprescribedby Invariant4.5.

Majority Condition

Thegoalof theabove schemeof thesupervisoris to ensurethatin any region of R of logarithmicsize,the
honestnodesarein a majority with high probability. This conditionis referredasthe majority condition
andis usefulin the following way. Supposethemajority conditionholds. Thenquorumstrategiescanbe
usedto washout adversarialbehavior asfollows. Considerany setT of clogn nodesin S1. Accordingto
Invariant4.5,all thehonestnodesin T areconnectedto all nodesin T. To performany network operation
suchas�nding thenodewith agivenlabel,all thenodesin T performmajorityvoting. Theoutcomeof the
operationis determineduniquelyif a majorityof thenodesin T agreeon theoutcome.This meansthatfor
adversarialnodesto have any in�uence on theoutcomeof anetwork operation,they shouldbein amajority
in thesetT of clogn nodessinceweassumethathonestnodesacthonestly.

Join/leavemodel

Beforewe proceedfurther, we outline theway in which thenodesjoin/leave thesystem.We startby con-
sideringamodelsimilar to that[22] wherehonestnodesdonot leave thesystemandonly adversarialnodes
may join/leave thesystemin anadaptive manner. Certainlythis is a simplemodelbut is very illustrative.
We thenextendthemodelto allow alsohonestnodesto leave thesystembut sothattheleave operationsof
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thehonestnodesarespreaduniformly aroundthe[0; 1) interval. This meansthat thehonestnodesarenot
adaptive in their join/leave reqeusts.

Observe thatduring the join operation,nodesin M R undergo transpositionsthathastheeffect of per-
muting thenodesaccordingto a permutationchosenuniformly at randomfrom thesetof all permutations
of sizejM R j. This is crucialto guaranteerobustnessasshown in thefollowing result.Thus,onceapasshas
beenmadethroughall positionsof S1 [ S2[ S3, thepositionsin Si ; i 2 f 1; 2; 3g form arandompermutation.

Theorem 4.6 For a suf�ciently smallconstant� > 0 it holdsthataslongastheadversaryownsat most�n
nodes,theaboveschemeguaranteesthat in everyregion R of sizeclogn for c � 1, thehonestnodesare in
themajority in S1(R), with highprobability.

Proof. Considerthe following randomexperiment.Considerm positionsandthe randomexperimentof
switchingthe�rst positionwith apositionin f 1; 2; : : : ; mg uniformly at random,followedby switchingthe
secondpositionwith a positionin f 2; 3; : : : ; mg uniformly at randomandindependently, andsoon. This
randomexperimentcreatesa randompermutationof m positionsasit holdsthat:

� Everypermutationis anoutcomeof therandomexperiment,i.e.,any permutationcanbeproducedby
theabove experiment,and

� Any permutation,or outcomeof therandomexperiment,is equallylikely with aprobabilityof 1=m!.

Considerthebasicmodelwhereonly adversarialnodesmay join/leave the system.After n join/leave
operationstheeffect of themixing operationsis thesameasthatof choosinga randompermutationof size
jS1 [ S2 [ S3j. It thenfollows thatasnodesin S1; S2 andS3 arepermutedduringthemixing operationsR,
theeffect is thatof arriving at a situationwheregivenany positionin Si , for i 2 f 1; 2; 3g, theprobability
thatthenodeat thatpositionis anadversarialnodeis at most �nP 3

i =1 jSi j
� 4�=3.

We prove thetheoremin this caseby consideringany �x edsetT = S1(R) of clogn nodesin a region
R. Given that any positionin T is occupiedan adversarialnodewith probability closeto � , the majority
conditionwouldbesatis�edwith highprobabilityif:

jT jX

k�j T j=2

�
jT j
k

�
(4�=3)k � 2jT j� 1(4�=3)jT j=2 � (16�=3)c log n=2 � 1=n4

if c � 3 and� < 1=6. Sincethereareat mostn=clogn regionsof sizeclogn, theprobabilitythatfor some
suchregion themajorityconditionis violatedis at most1=n3 usingBoole's inequality.

Thesameproofextendseasilyto thecasewherehonestnodesmayalsoleave thesystembut suchleave
operationsarespreaduniformly in the[0; 1) interval. In thiscase,it holdsthatin any regionR, theexpected
numberof leaveoperationsrequiredsothatamajorityof thehonestnodesleave thesystemis �( n). During
eachsuchleave operationtheprobabilitythatthepositionis replacedby anadversarialnodeis O(� ). Since
afterO(n) operations,thenodesin R arereplacedby the transpositions,having � low enoughwill ensure
thatthemajorityconditionholdsfor every region R with highprobability. ut

Finally, considerthesituationwherehonestnodesmayleave in anon-uniformmanner. In thiscaseit is
possiblethatfrom a givenregion of smallsize,a majority of thehonestnodesleave. This casecapturesthe
mostdif�cult scenariofor distributedsystemsasit becomesdif�cult to ensureany quorumbasedconditions
by uniformspreadingof adversarialnodes.Thereasonfor this is thatusingtheabovescheme,thefollowing
sequenceof join/leave operationsfail the majority condition for someregion R. Fix any region R and
assumethatR has(1=2) + � fractionof honestnodesand(1=2) � � fractionof adversarialnodesfor asmall
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constant� > 0. Assumethatamajorityof thehonestnodesin R leavesuccessively. Duringeachsuchleave
operation,theprobability thatanadversarialnodeentersR is �( � ). Soafter �(log n) leave operationsof
honestnodesfrom R, theexpectednumberof adversarialnodesin R is (1=2)� � + �( � ) whichcanbemade
to begreaterthan1=2 for a � smallenough.Thus,themajorityconditionfor R canbeviolated.

Whatled to thefailureof theexistingschemeis thatthesupervisordoesnothave achanceto make any
transpositionsin region R until �( n) join/leave operationshave occurred.This presenteda window for the
adversarialnodesto gainamajority in regionR asthehonestnodesleave en-masse.

It is worth noting thatsucha strongguaranteecanbeprovided with a simplescheme.Theamountof
informationthesupervisorhasto maintainis only logarithmic. Theanalysisis alsonot ascomplicatedas
thatof [22] andthepresenceof asupervisorlimits theability of theadversaryevenwith adaptive join/leave
attacks. The simpli�cation resultsfrom the fact that nodesin S1; S2 andS3 are isolatedfrom the node
join/leave operationsallowing thesupervisorto permutethenodesbeforeintegratingtheminto theexisting
network.

5 Applications

We now discusssomeapplicationsof thesupervisedoverlaynetworks thatarisein theareaof distributed
computing.

5.1 Grid Computing

Recently, many systemssuchasSETI@home[23], Distributed.net[9] have beenproposedfor distributed
computing. A main drawbackof suchsystemsis that the topologyof the systemis a stargraphwith the
centralserver maintaininga directconnectionto eachclient. Sucha topologyimposesheavy demandson
the centralserver. Instead,we canusethe basicapproachof Section2 to designa overlay network for
distributedcomputing.Peer-to-peerconnectionsallow subtasksto bespawnedwithout the involvementof
thesupervisorsothatthedemandsontheservercanbesigni�cantly reduced.This is particularlyinteresting
for distributedbranch-and-boundcomputationsaswasdiscussedin [20].

5.2 WebTv

Our approachcanalsobe usedin InternetapplicationssuchasWebTv. In suchan application,thereare
typically variouschannelsthatuserscanbrowseor watchwhile beingconnectedto theInternet.Thenumber
of channelsrangesin the scaleof hundredswhile the numberof userscanrangein the scaleof millions.
Sucha systemshouldallow usersto quickly zap throughchannels.Hence,sucha systemshouldallow
for rapid integrationandbescalableto largenumberof users.Our supervisedoverlaynetworkscaneasily
achievesuchasmoothoperation.Supposethateverychannelhasasupervisor, eachsupervisormaintainsits
own broadcastnetwork, andthesupervisorsform a clique. Thenit follows from our supervisedapproach,
which canhandlejoin andleave operationsin constanttime, thatusersbrowsing throughchannelscanbe
moved betweenthe networks in a very fastway, comparableto server-basednetworks, so that usersonly
experienceaninsigni�cant delay.

5.3 MassiveMulti-play er Online Gaming

Distributedarchitecturesfor massive multi-playeronlinegaming(MMOG) arebeingstudiedrecently(see
e.g.,[12]). Thebasicrequirementsof sucha systemincludesauthentication,scalability, andrapid integra-
tion. Traditionally, suchsystemshavebeenmanagedby acentralserver thattakescareof theoverallsystem
with limited communicationbetweentheusers.As canbeseen,suchasystemwill not bescalableandalso
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might experienceheavy congestionat thecentralserver. Hence,distributedarchitecturesarerequiredat a
certainscale.A supervisedoverlaynetwork naturallysatis�estherequirements.Authenticationof entities
canbe doneby the supervisor(or multiple supervisors)andthe systemstayshighly scalablebecauseof
therelatively low loadon thesupervisor. Rapidintegrationis alsopossiblesincethesupervisorcanhandle
integrationof new peers(playersin thissetting)with aconstantnumberof communicationrounds.

Typically in a MMOG, it is possibleto partition the virtual world into what arecalledlocales. In an
architecturebasedon supervisedoverlaynetworks thenit would be possibleto have one(or more)super-
visor to beresponsiblefor eachsuchlocale.Whenever a playermovesbetweenlocales,thesupervisorcan
coordinatethejoin/leave of theplayerquickly. Also, basedon numberof playersbasedat variouslocales,
thesupervisorscanbedistributedsothattheloadat thesupervisorsstaysbalanced.
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