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Paper on Distributed Architectures in the Intensive Care Unit


Distributed Architectures are a way to spread the workload of a system across several computers in such a way that the overall speed and reliability of the system are increased. This technique involves the connection of computers that control and talk to the medical monitors to a LAN where the information is processed and held for display. This allows client software to access the information on the LAN while server software on the connected computers controls the devices and returns information to the client via the LAN.

Distributed Architecture in the ICU


A distributed architecture used in the ICU must be completely reliable and efficient, for the proper monitoring and handling of information in an ICU is of the utmost importance. Thus, there are certain basic requirements that must be met by any distributed system used in an ICU situation in order for it to be more useful and less dangerous than traditional methods of integrating data in the ICU. These are: real-time data acquisition, automatic data validation, integrated data information from multiple modalities, fast data manipulation, meaningful presentation of data, use of international standards for the data passing, and the ability to increase or decrease the scale of the architecture well beyond what is required for ICU usage. Achieving these goals is both sufficient and necessary to implement a practical distributed architecture for use in the ICU.


Currently, most of the monitoring devices used in an ICU setting have proprietary interfaces that allow for only a single proprietary real-time display to report the data acquired; this doesn’t allow for the easy extension of a heterogeneous network of multiple monitoring devices. Thus, any implementation of a distributed architecture in an ICU should be modular around each individual monitoring device, with each module having a standardized interface. This would allow for the relatively easy extension of the network of devices and the integration of data into a standardized form for passing. 


For such a modular architecture to work, each module must be able to initialize (and reinitialize) the monitoring device it controls and to detect errors in its operation (in addition to providing a standardized data passing interface). In this paper, these tasks are carried-out by software agents that control each monitoring device. The agents run from a client and gather information from one server; in essence, they form a collective as each agent interacts with a specific monitoring device, passing its data to the main program for interpretation, manipulation and display. In essence, each agent is autonomous with regard to the device it is controlling. Using agents in parallel increases the system speed by spreading the work across multiple agents while decreasing the likelihood of a single error crippling the system.


A close-to-universal protocol is used to allow communication between the client software and the server software controlling the individual devices--CORBA provides this standard. Using CORBA allows developers to create agents that abstract-away the layer that passes control from the client to the server. This simplification makes it much easier to create agents and applications without worrying about passing information across a network--the CORBA ORB takes care of that layer of handling. The main benefit of using CORBA instead of Windows’ DCOM, or any other protocol, is that CORBA is used by a much wider base of developers than the other protocols; it is close to being a universal standard.


The stage is now set for introducing the two software agents that control the distributed architecture: the monitoring agent and the acquisition agent. The acquisition agent is in constant contact with the monitoring device; it is constantly querying the monitoring device for information and storing it in a local data storage structure. The monitoring agent requests information from the acquisition agent whenever the monitoring program requests information from the monitoring device. A single monitoring device can interact with multiple acquisition agents since the relatively few calls for information from the acquisition agent leaves the monitoring agent with enough processing time to call other acquisition agents. This is different from the acquisition agents, who mainly concern themselves with repeated calls for information from the monitoring device and occasionally return information to the monitoring agent, though the acquisition agent can also communicate with multiple monitoring devices.


The implementation of this architecture in this paper has each acquisition agent running on a separate computer acting as a server, which communicates through the ICU LAN to a client computer where the monitoring agent(s) runs. This requires that each agent have an associated workstation or other dedicated communication device (which is currently a workstation), which can be costly in both space and money. The integration and manipulation of the incoming information into a coherent model or display modality occurs on the workstation hosting the monitoring agent. A larger program that encompasses the monitoring agent(s) gathering the necessary information usually does this. The authors of this paper created two separate and relatively simple applications that display simple information gathered from typical ICU monitoring devices.


The authors’ implementation was not significantly slower at delivering information across a network than when all of the devices were controlled and communicated locally. This proves the viability of their distributed architecture for very time sensitive monitoring situations. Furthermore, the authors’ sample display programs also prove the ability to integrate multiple data modalities into a single data modality in an efficient manner. The distributed nature of the system allows each device to be handled dynamically, enabling the devices to be reinitialized or removed from the system if they are malfunctioning without bringing the system to a halt while the problem is fixed. 


The major point of contention with the practicality of the authors’ implementation is that it is very costly. The abundance of workstations, one for each acquisition agent and at least another to run the monitoring agent(s), increases the cost of such an architecture. It seems superfluous to use a workstation when a smaller device might do, such as a TINI device with an Embedded Java operating environment. Substituting a much cheaper TINI device for a workstation would drastically reduce the cost of implementing a distributed architecture in an ICU. This is the thrust of our project, to use a TINI device to run the server software (analogous to the acquisition agent in this paper) that communicates with a Polaris tracking device.


The one drawback to any distributed architecture implementation is that the personnel currently working in the ICU would have to be retrained to familiarize themselves with the new software. The authors believe that it would take an expert with the software to reconfigure the software for every situation presented. This could prove to be quite costly as the addition and subtraction of monitoring devices proves to be more static than they could, in theory, be; once a design for a system of ICU monitoring devices is created, it must remain static unless a significant investment in time or expert personnel is made.


The theoretical design of a sufficient distributed architecture for the ICU appears to be very interesting and robust. The implementation, with the above exceptions and corrections, is also good, but with definite areas of possible refinement.

