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Lecture 3: Introduction To Cuda

Á&ÌÙÎÎȭÓ 4ÁØÏÎÏÍÙ ÇÉÖÅÓ 3)-$ ÁÎÄ -)-$
ÁRandal asked about SPMD
Á30-$ Ђ Ȱ3ÉÎÇÌÅ 0ÒÏÇÒÁÍȟ -ÕÌÔÉÐÌÅ $ÁÔÁȱ

Á)Ó -)-$ ÕÎÄÅÒ &ÌÙÎÎȭÓ ÔÁØÏÎÏÍÙȟ ÂÕÔȡ
ÁMost like SIMD, expect no instruction 

lockstep

ÁGraphics Hardware History 101
ÁCUDA Hardware Architecture Overview

ÁCUDA Memory Model

ÁCUDA Execution Model

ÁHomework One

ÁCUDA: Compute Unified Device Architecture
ÁCreated by NVIDIA

ÁA way to perform computation on the GPU

ÁSpecification for:

ÁA computer architecture

ÁA language

ÁAn application interface (API)

ÁCUDA hardware architecture is based on 
ÌÁÔÅÓÔ 'ÒÁÐÈÉÃÓ 0ÒÏÃÅÓÓÉÎÇ 5ÎÉÔÓ ɉ'05ȭÓɊ
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The traditional model for 3-D Rendering

Input
Á Vertices and Primitives
Á Transformations
Á,ÉÇÈÔÉÎÇ 0ÁÒÁÍÅÔÅÒÓȟ ÅÔÃȣ

Output
Á 2D Image for display
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Client Application  

Á Prepare and load data
Á Issues commands via an API (e.g. 

OpenGL or DirectX)
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Processing commands/data from the
application

Á Triangulate Polygons
Á Prepare vertex data streams
Áȣ
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Processing Vertices

ÁModeling Transformations
Á Viewing Transformations
Á Vertex-based Lighting Computation
Á Perspective Transformation
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Converting Geometry to Fragments

Á Formation of triangles with processed 
vertices

Á Interpolation of vertex attributes 
across triangles

ÁȰ0ÅÒÓÐÅÃÔÉÖÅ $ÉÖÉÄÅȱ
Á Creating Fragments from the Triangles
Á Clipping
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Texture mapping of Fragments

Á,ÏÏËÕÐ ȰÔÅØÔÕÒÅ ÍÅÍÏÒÙȱ
Á Perform texture filtering
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Fragment Processing

Á Per Fragment Lighting
Á Image-based effects
Á Anti-Aliasing
Á Alpha Blending
Áȣ
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Converting Fragments to Pixels

Á Depth Buffer Test
Á Stencil Buffer Test
Á Accumulation Buffer Operation
ÁWrite Fragments to Framebuffer

ÁRender interactive, realistic computer 
generated scenes

ÁEach frame is complex

ÁNeed 60 frames per second

Á#05ȭÓ ×ÅÒÅ ÔÏÏ ÓÌÏ×Ȧ

ĄDedicated hardware
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Á To improve performance, move some 
work to dedicated hardware

Á Hardware could process each vertex 
and each fragment independently 
ĄHighly Parallel
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Á4ÈÅ 'ÒÁÐÈÉÃÓ 0ÉÐÅÌÉÎÅ ×ÁÓ Ȱfixed-functionȱ

ĄHardware was hardwired to perform the 
operations in the pipeline

ÁEventually, pipeline became more 
programmable
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Á&ÉÒÓÔ ÓÔÁÇÅ ÔÏ ÂÅ ȰÐÒÏÇÒÁÍÍÁÂÌÅȱ ×ÅÒÅ 
Texture and Fragment stages

Á Able to specify a discrete set of texture 
blending operations  

Á Could combine results from 2 texture 
lookups.  E.g.  
A+B;  MAX(A,B); A DOT B; A*B

Á No circulation of data in pipeline
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Á Texture and Fragment stages became 
more programmable, combined into 
Ȱ&ÒÁÇÍÅÎÔ 5ÎÉÔȱC
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Á Texture and Fragment stages became 
more programmable, combined into 
Ȱ&ÒÁÇÍÅÎÔ 5ÎÉÔȱ

Á Programmable via assembly language
ÁMemory reads via texture lookups
ÁȰ$ÅÐÅÎÄÁÎÔȱ ÔÅØÔÕÒÅ ÌÏÏËÕÐÓ

Á Limited Program size
Á No real branching (thus looping)
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Á Geometry stage became 
ÐÒÏÇÒÁÍÍÁÂÌÅȟ ÃÁÌÌÅÄ Ȱ6ÅÒÔÅØ 5ÎÉÔȱ

Á Programmable via assembly language
Á No memory reads!

Á Limited Program size
Á No real branching (thus looping)
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Á Things improved over time:

Á Vertex unit can do memory reads
ÁMaximum Program size increased
Á Branching support
Á Higher level languages (e.g. HLSL, Cg)

Á Neither the Vertex or Fragment units 
could write to memory.  Can only write 
to frame buffer

Á No integer math
Á No bitwise operators
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Á)Î ΨΦΦΩ '05ȭÓ ÂÅÃÁÍÅ ÍÏÓÔÌÙ ÐÒÏÇÒÁÍÍÁÂÌÅȟ 

ÁȰ-ÕÌÔÉ-ÐÁÓÓȱ ÁÌÇÏÒÉÔÈÍÓ ÁÌÌÏ×ÅÄ ×ÒÉÔÅÓ ÔÏ 
memory:

ÁIn pass 1 write to framebuffer

ÁRebind the framebufferas a texture

ÁRead it in pass 2, etc.

ÁBut were inefficient
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ÁDespite limitations, GPGPU community grew
(GPGPU = General Purpose Computation on the GPU)

GPGPU Program:

Á$ÏÎȭÔ ÕÓÅ 6ÅÒÔÅØ 5ÎÉÔ

ÁPlace data in textures

ÁDraw a flat quad (off-screen)

ÁWrite multi-pass algorithm using Fragment Unit 
to perform custom processing

ÁUnder-utilized hardware

ÁOnly utilized Fragment Unit

ÁOften memory bandwidth limited

ÁGather-based algorithms only (no scatter)
ÁUsed the Graphics API
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Geometry 
Unit

Memory

ÁGeometry Unit operates on a primitive, can 
write back to memory

ÁChanges to underlying hardware:

ÁAbility to write to memory

ÁȰ5ÎÉÆÉÅÄȱ ÐÒÏÃÅÓÓÉÎÇ ÕÎÉÔÓ

ÁCUDA is the new way to perform 
computation on the GPU

Á$ÏÅÓÎȭÔ ÕÓÅ 'ÒÁÐÈÉÃÓ !0)
ÁArbitrary access to memory (scatter or 

gather)
ÁUses all available processing units
ÁHas Integer math, Bitwise operators
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ÁATI/AMD are trying to make a competing 
product:  Close To the Metal
ÁFirst release (02/07) bombed
ÁSecond release in 12/07 re-written

ÁOpen Source

ÁNot yet a viable solution
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ÁThe fundamental unit is the stream processor

ÁA scalar, single-precision floating point ALU

ÁOne Multiply/Add per clock cycle

ÁNOT IEEE-754 compliant

ÁStream processors are grouped into multi -
processors
ÁMulti-processors run in SIMD lockstep
ÁA number of multi-processors form a device
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ȣ

Stream Processor

Shared Memory

Global Memory

Constant Memory

Texture Memory

Stream Processors have access to:

Memory Type Access Sharing

Registers Read/Write Private

Local Memory Read/Write Private

Shared Memory Read/Write Multi-Processor

Global Memory Read/Write Device

Constant Memory Read Device

Texture Memory Read Device


